Concepts and Definitions of Consciousness

David Rosenthal

Philosophy and Cognitive Science

Graduate Center, City University of New York
Email: davidrosenthal1@gmail.com

Josh Weisberg
Department of Philosophy
University of Houston
Email: jweisberg@uh.edu

Key Points/Objectives

Present and discuss the main concepts of consciousness employed in the study
of consciousness.

Distinguish between three concepts of consciousness: creature consciousness,
transitive consciousness, and state consciousness.

Present an important distinction between inscrutable concepts of state
consciousness, those blocking an informative explanation of consciousness in
other terms, and scrutable concepts of state consciousness, those allowing for
an informative explanation of consciousness in other terms.

Clarify inscrutable and scrutable concepts of state consciousness and examine
the possible justification for each.

Present the four scrutable concepts associated with the most promising empirical
theories of consciousness: the reflexive, the functional, the neuro-sensory, and
the information-theoretic.

Show how contemporary theories of consciousness employ their favored
concepts of consciousness and consider how this conceptual choice shapes the
debate over explaining consciousness.

Challenge the conceptual claim that explaining consciousness leads to an
intractable “hard problem.”

Introduction

The term ‘consciousness’ is used in several ways: to describe a person or other
creature as being awake and sentient, to describe a person or other creature as being



‘aware of ' something, and to refer to a property of mental states, such as perceiving,
feeling, and thinking, that distinguishes those states from unconscious mental states.
Distinguishing these different concepts of consciousness is crucial in evaluating the
major theories of what it is for a state to be conscious. More about these in a moment.

These theories fall into several groups. There are dualist, panpsychic, and
nonreductive identity approaches, on which consciousness is considered an
inexplicable primitive. There are also higher-order and self-representational theories,
on which a state is conscious if one is aware of that state by appropriately representing
oneself as being in it, and functional approaches, such as the global workspace theory,
on which a state is conscious if it's widely available for mental processing. Other
theories are neuro-sensory, such as recurrent processing, on which a conscious state is
one located in the appropriate sensory cortex and embedded in recurrent neural
processing. And there is integrated information theory, on which a state is conscious
when it possesses the right sort of integrated information. We will consider the
advantages and shortcomings of these theories and their variants and show how the
initial step of specifying the concept of consciousness that figures in each theory deeply
impacts the debate over the possibility of explaining consciousness.

Concepts of Consciousness

The ubiquity of consciousness in human life and mental functioning makes it easy to
overlook that the term ‘consciousness’ is used for the three distinct phenomena
mentioned at the outset. Though related in various ways, these phenomena are
different, and distinguishing them is important both conceptually and theoretically. The
term ‘conscious’ is used most frequently to refer to the condition of people and other
creatures when they are awake and responsive to sensory stimulation. A creature lacks
consciousness in this first sense when it is asleep, anaesthetized, in a coma, and so
forth.

The main concern with this kind of consciousness is to explain in biological terms
the difference between those conscious and unconscious conditions. Important
progress has been made on that front, for example, by Steven Laureys and colleagues
(Owen et al. 2006). Because consciousness of this sort is a property of creatures, it is
convenient to refer to it as creature consciousness.

A second important phenomenon that we call consciousness is a creature’s
being conscious, or aware, of something. There are two ways in which creatures are
conscious of things. A person or other animal is conscious of an object by seeing,
hearing, or touching it, or sensing it in some other way. But one is also conscious of
something, even without sensing that thing, if one has a thought about it as being
present to one, that is, a thought that represents that thing as being in one’s immediate
environment. Because we describe this phenomenon by reference to a grammatical
object, we may call it transitive consciousness. Explaining transitive consciousness



consists in explaining what it is for a thought to be about something and what it is for a
perception or sensation to be of something.

A third phenomenon is more controversial in nature, and is the subject of most
recent scientific and philosophical literature. We are conscious of various things in virtue
of our having perceptions of them or thoughts about them. But those perceptions and
thoughts are themselves sometimes conscious and sometimes not. Subliminal
perception is an example of nonconscious perceiving, and it is widely accepted that
many thoughts occur nonconsciously as well, that is, totally outside our stream of
consciousness. Since this phenomenon is a property of mental states, rather than a
property of the creatures that are in those states, it is convenient to call it state
consciousness. Mental states, such as thoughts, perceptions, and feelings, were until
the latter part of the nineteenth century seldom described as being conscious or not
conscious. Theorists before that time tended to regard mental states as invariably and
automatically conscious. So it was idle to mark a distinction between mental states that
are conscious and those that are not. Thus Descartes held that “we cannot have any
thought of which we are not aware at the very moment when it is in us” (Fourth
Replies, AT VII 246), echoing Aristotle’s claim in that “if we perceive, we perceive that
we perceive, and if we think, that we think” (Nichomachean Ethics 1170a32). Brentano,
whose University of Vienna lectures Freud attended for a time, maintained as late as
1874 that all mental states are conscious. Still, he broke ranks with previous tradition in
his Psychology from an Empirical Standpoint by rejecting the claim that there is any
contradiction in the notion of a mental state that is not conscious, thereby opening the
door to the possibility of genuinely mental states that occur without being conscious.

As long as consciousness was widely thought to be essential to mentality, almost
no attention was given to explaining why that is so, or even to explaining what it is for
states to be conscious. If one explained what it is for a state to be mental, its being
conscious would simply come along for the ride. Brentano’s breakthrough, very likely
noted by Freud, was to focus attention on those questions. And Brentano himself
offered an explanation both of what it is for states to be conscious and of why, as he
held, all mental states are conscious.

Theoretical discussions of consciousness often fail to distinguish these three
phenomena, and so also fail to be clear about which of them is at issue. This is
sometimes innocuous, but running these phenomena together also sometimes causes
theoretical difficulty. Thus conflating creature consciousness with the consciousness of
mental states may lead one to hold that the mental states a creature is in when that
creature is conscious are themselves all conscious states. But, since mental states
occur without being conscious, we have no reason to think that all the mental states a
conscious creature is in are themselves conscious states. Perhaps, indeed, the mental
states of some creatures, such as lizards and frogs, are never conscious, even when
those creatures are conscious. Other creatures might be conscious without any of their
mental states being conscious. A creature’s being conscious does not by itself show that
its mental states are conscious.



Concepts of State Consciousness

As noted above, the central controversy in the study of consciousness concerns the
nature of state consciousness. How one views this debate is largely shaped by the
initial characterization of consciousness employed. (From here forward, the term
‘consciousness’ will be used only to specify state consciousness unless otherwise
indicated.) For example, if consciousness is characterized as an inscrutable primitive at
the outset, then the prospects of an informative explanation are cut off. But if the
characterization of consciousness does not include such claims, the prospects of an
informative explanation remain open.

This is a major choice-point in all theorizing about consciousness. We can here
mark a fundamental distinction in concepts of consciousness. A concept entailing that
consciousness is inexplicable in other terms (or terms not at least rough synonyms of
the initial inscrutable term) can be labeled an “inscrutable concept.” A concept not ruling
out such explanation can be labeled a “scrutable concept.” Which concept a theorist
employs largely shapes the resultant theories they develop. In what follows, we will first
present the characterization building inscrutability into the very definition of the
phenomenon to be explained. Then we will consider a range of alternatives on which
consciousness is ultimately scrutable, and thus amenable to informative explanation.

Inscrutable Concepts of Consciousness

According to this way of characterizing state consciousness, it cannot be explained in
any terms not already involving consciousness. The best we can do is use a circle of
terms all themselves presupposing the primitive, inscrutable phenomenon under
consideration. The idea has a precursor in Descartes’ contention that the conscious
mind is indivisible, something “quite single and complete” (ATxx) and in Leibniz’s “Mill”
thought experiment, where Leibniz concludes that the nature of perception “must be
sought, therefore, in the simple substance, and not in the composite or in the machine”
(Monadology, Sect 17).

In the contemporary literature, Thomas Nagel (1974) states that “an organism
has conscious mental states if and only if there is something that it is like to be that
organism—something it is like for the organism” (436, emphasis in original). Nagel
argues that consciousness so understood cannot be captured in any casual analysis,
and further that it outstrips the language of modern science. This characterization,
therefore, leaves us with an intractable problem. In similar fashion, Frank Jackson
(1983) defends a notion of consciousness that defies being captured in any physicalist
language. The inscrutability of consciousness so conceptualized renders it inexplicable
in scientific terms. Ned Block (1995) contends that there is a concept of consciousness
not explicable in “causal, functional, or intentional terms” (381). He labels this
‘phenomenal consciousness” and maintains that because theorists often conflate this
notion with functionally analyzable notions, they fail to explain phenomenal
consciousness, and thereby fail to explain what really poses the explanatory challenge



for the conscious mind. The main approaches to informative explanation of the mind
involve causal, functional, or intentional processes, broadly construed. So the foregoing
approaches, which involve an inscrutable concept of consciousness, block any ordinary
scientific means of explaining consciousness. Joseph Levine (2001) maintains that we
can always ask of any purported scientific explanation of consciousness why that
process is conscious rather than nonconscious (2001, 83). This entails, according to
Levine, that there is an “explanatory gap” (Op. cit. 81-88) between consciousness and
anything explicable in scientific terms. Finally, David Chalmers (1996) argues for a
notion of “phenomenal consciousness” that is conceptually distinct from any structural,
dynamical, or functional characterization of consciousness. Again, we are faced with a
phenomenon that is characterized by an inscrutable concept. Chalmers calls the
challenge of explaining how any physical state could be phenomenally conscious “the
hard problem” of consciousness. The hard problem is rooted in an inscrutable concept
of consciousness.

Because an inscrutable concept renders consciousness inexplicable in scientific
terms, or indeed in any terms that do not tacitly contain the notion of consciousness
itself, we are left with a deep theoretical challenge. But what justification can be offered
to support this characterization? Some proponents of the inscrutable reading hold that
consciousness presents itself to us by way of a special epistemic connection, termed
‘revelation” (Johnson 1992; Goff 2017). Revelation purportedly delivers to us the
knowledge not just that we are in conscious states, but the very metaphysical essence
of those states. And the essence revealed is not physical. What's more, it is also
revealed that there is nothing more to such states, no “hidden” essence. If revelation
can itself be justified, that would establish that an inscrutable concept is appropriate.
But revelation is implausibly strong. While it may be the case that when we’re in pain
we know it and we know it by way of its essential painful feeling, it is far less certain that
we know in the same way the underlying nature of pain. The characteristic feeling of
pain may be essential to it when it occurs consciously, but that by itself does not show
that the feeling itself reveals the nature of pain itself. What's more, there are many
cases, both in ordinary experience and experimental contexts, where we can be in error
about what conscious state we’re in and the particular properties those states exhibit.

So what further means might justify the adoption of an inscrutable concept? The
two main lines of support come from introspective claims and thought experiments.
Sometimes it is taken as simply obvious that introspection confronts us with properties
inexplicable in scientific terms. But introspection is limited in what it can tells us and it is
controversial as a source of evidence due to a range of psychological results.

[citations? Something more?]

Therefore, more must be said to provide an introspective justification of an
inscrutable concept. Levine (2001) takes up this challenge and argues that conscious
states are accessed in introspection by way of “substantive and determinate” modes of
presentation (2001, 84ff). We seem to be in the presence of something substantive and
real, not merely dispositional. And what we access appears determinate and fixed,
rather than something relational. If this is the case, Levine argues that we cannot



account for consciousness by way of the causal or relational analyses employed in a
functionalist theory of mind.

However, this does not rule out a scrutable analysis, as it may be that functional
processes and properties may only subjectively appear to be substantive and
determinate. Our introspective access may in this sense mislead us about the nature of
our conscious states. Further, we do not yet have a complete theory of either
consciousness or introspection. It is an open question whether such a theory will be
able to explain these subjective appearances.

Introspection therefore fails to provide unambiguous or decisive support for an
inscrutable concept. This leaves the other means of justification, the employment of
philosophical thought experiment. Levine, in further shoring up his inscrutable claim,
argues that even if we had a complete physical theory conscious processes we could
still meaningfully ask why such processes are conscious rather than nonconscious.
This shows, according to Levine, that there is an “explanatory gap” between
consciousness and any physical theory, no matter how detailed. The fact that open
questions remain in principle shows that physical theory cannot close the gap.

Nagel and Jackson offer closely related thought experiments, to similar effect.
Nagel (1974) contends that even if we know all the physical facts about a bat, we still
would not know what it’s like to be a bat, for the bat. These “subjective facts” lie outside
the objective language of physicalist theory. And Jackson (1983) contends that even if
a super scientist of the future knew all the facts of a completed science, they still would
not know what it’s like to see red if they had never done so. Both thought experiments
are meant to show that consciousness as we ordinarily conceive of it cannot be
captured in physicalist theory. This purportedly reveals our implicit inscrutable concept
of consciousness. Finally, Chalmers (1996) argues that the easy conceivability of atom-
for-atom duplicates of us that nonetheless lack consciousness—creatures he terms
“zombies”—shows that we posses a concept of consciousness independent from and
inexplicable in terms of any physicalist theory. On this basis he contends that
explaining consciousness poses a “hard problem,” one not solvable by the usual
methods of physical science, if at all.

But the thought experiments mentioned do not provide independent justification
for an inscrutable concept. The thought experiments all demand that we imagine
completed science, something we do not have the cognitive tools to do. Our intuitions
about such things only reflect our current ignorance with respect to the questions at
issue here: what will a successful theory of consciousness look like? They thus only
trigger our current intuitions about the theoretical space, intuitions formed in absence of
successful theory. A premature embrace of an inscrutable concept, coupled with the
charge that any theory not explaining the real presence of an inscrutable target as
“subject changing,” begs the central explanatory question here. We will revisit this worry
in more detail at the end of the entry. For now, we can register that a range of theorists
embrace an inscrutable concept of consciousness and develop their views accordingly.



Scrutable Concepts of Consciousness

A scrutable concept of consciousness is one that does not block the possibility of an
explanation of consciousness in other terms. At a minimum it remains neutral
concerning the prospects of explanation in other terms, though some scrutable
concepts are selected with an eye towards a particular type of explanation in
psychological, neuroscientific, or information-theoretic terms. Scrutable concepts of
consciousness must retain an informative connection to our pretheoretic understanding
of consciousness, but they also gain justification from their theoretical utility, including
their ability to allow for and even generate experimental predictions, to connect our
understanding of consciousness to other, better understood phenomena, and to locate
consciousness in a physicalist ontology.

The contrast between inscrutable and scrutable concepts rests at bottom with the
requirement that inscrutable concepts place that we cannot understand consciousness
except by way of a closed circle of terms, each of which is at least roughly synonymous
with the term, ‘consciousness’. That cuts off the possible of fruitful connections with
other phenomena, which are needed for a genuinely informative explanation.

A range of scrutable concepts have been offered in the contemporary literature.
We will survey the concepts employed by the four most tenable empirical approaches to
consciousness. We will label these concepts the “reflexive” concept, the “functional”
concept, the “neuro-sensory” concept, and the “information theoretic” concept. They
are used by the “higher-order” theory, the “global workspace” theory, the “recurrent
processing” theory, and the “integrated information” theory, respectively.

A word about “what it’s like” and scrutablity. Those employing a scrutable
concept of consciousness can either argue that their concept fully captures what it’s like
for a subject, or they can contend that “what it’s like” talk is not after all central to an
explanation of consciousness. Some theorists defending an inscrutable concept hold
that “what it’s like” talk is essentially inscrutable and so any theorist claiming to explain
what it’s like for a subject automatically faces the hard problem. But it is arguable that
this reads too much theory into ordinary “what it’s like” talk. We use the idiom in
everyday speech to refer to a number of things, including the character of conscious
experience. But there is little reason to hold that this ordinary usage does itself license
the stronger inscrutable reading.

The Reflexive Concept

The first scrutable concept in use in the current empirical literature, which we term a
“reflexive” concept, turns on the everyday observation that we are not aware of being in
any mental states that are not conscious. This entails that conscious states are mental
states that we're aware of being in. This idea is labeled the “transitivity principle”
(Rosenthal 2000). It rests on the transitive use of ‘awareness’—we can be aware of



things. In this case, the idea is that we're aware of some of our mental states, and the
particular way we're aware of those states constitute their being conscious states. And
since awareness is plausibly amenable to a theoretical explanation in terms of
naturalized mental processes, this concept is scrutable. It also has close ties to our
ordinary ways of picking out and labeling conscious states. And it fits well with empirical
methodology used to study the conscious mind. Evidence that a subject is aware of a
mental state is prime evidence for that state’s being conscious. In addition, the view
has close connections to Brentano’s and Husserl’s characterization of consciousness,
as intentional states that are both about themselves and the world (Brentano 1874;
Husserl 1991). This provides a degree of support from the phenomenological tradition.

The Functional Concept

The second scrutable concept is derived from functionalist psychological explanation.
Hence we can label it a “functional” concept. Bernard Baars uses the “contrastive
method” to determine the functional differences between conscious and nonconscious
states (Baars 1988). He contends that the central functional difference is that conscious
states are widely available for a range of downstream processes. Conscious states are
therefore those that are “broadcast” to multiple systems in the mind. When a state is
appropriately broadcast, it is thereby available to aid in the performance of a wide range
of flexible behaviors. The concept is clearly scrutable, as it is framed in functional
terms. Functional processes, furthermore, are generally seen as realizable in more
basic physical processes. This concept is less concerned with recovering “what it’s like”
language. But advocates of this concept argue inter alia that if a state is not available
via broadcasting, then there is plausibly nothing it’s like to be in that state, for the
subject.

The Neuro-Sensory Concept

The third scrutable concept relies on neuroscientific data to fix its target, but
neuroscience linked, at least initially, to reflection on conscious perceptual experience.
We will label it a “neuro-sensory” concept. Perceptual expeirnece has always been
central to debates about consciousness—witness Jackson’s question about what it's
like to see red. The neuro-sensory concept focuses on the representations involved in
perceptual awareness. These representations make us aware of worldly perceptual
properties and occur relatively early in the conscious processing stream. This claim has
been defended in the philosophical literature under the heading of “first-order”
representational theory (Harman 1991, Dretske 1995—more will be said about this
when we consider theories below). Victor Lamme (2006, 2010) expands on this idea
from a neuroscientific perspective. The relevant perceptual representations occur in
sensory cortices in the brain. Lamme contends that sensations becomes conscious
when they are appropriately involved in “recurrent” neural processes. Recurrent neural
processes involve both feed-forward and feed-back activity. When this activity is
present in the relevant sensory cortex, the sensory state instantiated in this activity is
conscious. But recurrent processes can occur even in the absence of subject’s
introspective awareness or ability to report them. Lamme embraces this result,
contending that we should conceptualize consciousness in neural terms and abandon



subjective awareness and subjective report as criterial for consciousness. The resulting
concept is one that is clearly scrutable, as it operationalizes conscious experience to a
neuro-functional process. Indeed, Lamme holds that if this sort of processing is present
in an Al system, then the Al system is in a conscious state. The recurrent processing
concept is justified, according to Lamme, by reference to a range of psychological and
neurological data. In the final analysis, though it begins with reflection on perceptual
experience, the neuro-sensory concept entails that neuroscientific concerns override the
everyday intuition that there must be something it’s like for the subject in conscious
experience.

The Information-Theoretic Concept

The final scrutable concept we will consider blends a number of elements, with a focus
on the information present in conscious experience. We label this an “information-
theoretic” concept. It is the “axiomatic” characterization put forward by proponents of
the “integrated information” theory (lIT) of consciousness (Tononi 2004, Oizumi et al.
2014, Tononi and Koch 2015). Defenders of IIT hold that the axioms are justified by
phenomenological reflection, though they have an an eye towards the resultant theory
itself. First, there is the axiom of existence: consciousness exists and it is experienced
from a singular intrinsic perspective. Second, the axiom of composition holds that
consciousness has a compositional structure allowing for a diverse range of experience.
Third, the axiom of information holds that this complex information distinguishes a
particular conscious experience from all other possible experiences. Fourth, the axiom
of integration holds that the elements of experience are fundamentally intertwined and
unified. Finally, the axiom of exclusion dictates that experiences are precisely bounded
and sharply individuated. Defenders of IIT employ examples and thought experiments
to support these claims, and then “derive” postulates linking the axioms to the central
tenets of IIT. The end result is an identity of consciousness with “integrated
information.” The concept delivered is clearly scrutable. However, it remains
controversial whether these axioms really capture our ordinary phenomenology or if
instead they are damagingly ad hoc and theory laden. But if the approach is successful,
it presents a concept of consciousness rooted in what it’s like for us while also providing
a clear avenue to theoretical explanation in information-theoretic terms.

Theories Employing an Inscrutable Concept of Consciousness

The use of an inscrutable concept of consciousness blocks the possibility of an
informative explanation of state consciousness. An inscrutable concept entails that
there is a hard problem of consciousness in Chalmers’ sense and all that is left to do,
theoretically, is to locate a primitive property of consciousness within one’s worldview.
We thus get a proliferation of theories suggesting radical revisions to the current
scientific consensus that everything is ultimately composed of basic physical
components combined in various tractable ways. These theories include several
varieties of mind-body dualism, panpsychism, and even the mind-brain identity theory,
so long as the identity is posited as emergent and so altogether inexplicable. Finally,



there is a view that embraces an inscrutable concept of consciousness but still holds
that everything in the mind can be explained in standard physicalist terms: illusionism.
lllusionists accept the inscrutable concept but hold that nothing in our world answers to
this concept. Thus, state consciousness, so construed, is an illusion brought about by
nonconscious mechanisms. We will very briefly survey these theories here, highlighting
how the initial decision about what concept to employ constrains the resulting theories.

Dualist theories hold that the problem of explaining consciousness requires some
addition to our fundamental physicalist ontology. This addition can either be a
substance, one that can exist independently of any physical substrate, or a new set of
properties. These properties are properties of the physical brain and so can’t exist
without it, but they are not themselves physical in nature.

Dualists have a range of ways of accounting for the connection between the
physical and these nonphysical additions. First, in dualist interactionism, the properties
(we will drop reference to substance, though the similar considerations apply), the
nonphysical properties are in possession of causal powers allowing them to interact with
the physical. The theory may posit psycho-physical laws to meld the nonphysical into a
scientific framework (Chalmers 1996). This demands a rejection of the “causal closure”
of the physical—the claim that every physical event has a physical cause, a principle of
high value in the sciences. Alternatively, dualists may preserve causal closure by
accepting epiphenomenalism about consciousness (Robinson 2004). Consciousness
on this view is lawfully correlated with and caused by physical events, but it has no
causal influence of its own on the physical.

Another theoretical approach adopting an inscrutable concept is panpsychism.
Panpsychism holds that the fundamental constituents of reality possess an element of
consciousness (or “proto-consciousness”). Panpsychists note that modern physical
theory only describes the relations between basic elements, while the nature of those
elements themselves are left undescribed. Thus, it is open to theorists to posit an
element of consciousness in the makeup of the relata standing in all the relations
described by modern physics. Since an inscrutable concept dictates that
consciousness itself is an irreducible primitive, the most parsimonious way to locate it,
according to panpsychists, is in the heart of the already existing causal structure of
physics. There remain deep and difficult questions of how the basic elements of
consciousness scale up to produce the sorts of experiences we have. But this
‘combination problem” does not require an explanation of the basic building blocks of
consciousness. Nor does there appear to be a problem with causal closure, as the
basic elements of consciousness are embedded in in the basic relata realizing physical
causation. There is divergence among panpsychists concerning what to label the basic
elements. Some embrace a dualistic picture, where the additional elements are
nonphysical (or perhaps composed of a more basic substance having both mental and
physical attributes) (Goff 2017, Stubenberg 1998). Others hold that the additional
elements are themselves physical, arguing that the relationalist picture of the physical is
itself incomplete (Strawson 2006; Stoljar 2006). The intuitive resistance to positing a
small bit of consciousness in everything in the universe is countered by the purported



virtues of the theory when it comes to ontologically locating consciousness, inscrutably
conceptualized.

Another set of theories using an inscrutable concept can be termed
“‘nonexplanatory” identity theory (Block 2002; Levine 2001). This is in contrast with
some theories that employ a scrutable concept, which also count as identity theories,
though of an explanatory type. (See below.) The nonexplanatory identity theories hold
that consciousness is an inexplicable primitive, but they argue that for reasons of
parsimony, we should identify consciousness with macro-level properties in the brain.
On this view, we use empirical means to determine the neural correlates of
consciousness and then identify consciousness with those correlates. Proponents of
this view argue that identity claims have no explanation in general: a thing just is what it
is. There is no explanation of why Sam Clemons is Mark Twain—there is just one
person there with two names. Likewise for consciousness and its identical neural
correlate. This avoids the problem of causal interaction, as conscious properties are
identical to their causally-efficacious physical correlates. Further, there is no radical
expansion of the presence of consciousness in the universe. It is only found in systems
with the requisite complex structural and causal arrangement.

However, we are left with pressing unanswered questions concerning why we
should think the identity claim is true. In other cases in the history of science, it was not
until an explanatory theory was developed that particular identity claims gained
acceptance. The development of quantum chemistry helped explain the higher-level
properties of chemical compounds in atomic terms. The discovery of the structure of
DNA removed the pull to posit a nonchemical, nonmechanical force to explain heredity
and epigenesis. Without such a linking explanatory theory, we are left with a claim of
“strong emergence,” where the higher-level feature’s presence cannot be explained
though it is purportedly identical with some physical property or process. The embrace
of an inscrutable concept of consciousness strongly constrains what the nonreductive
identity theorist can say in response to this worry.

There is a final addition to the lists of theories employing an inscrutable concept
of consciousness, a theory that crosscuts our taxonomy in an interesting way. lllusionist
theories accept that the concept of consciousness targets an inscrutably-characterized
phenomenon, but they hold that no such phenomenon exists in our world (Frankish
2016; Kamerer forthcoming). Consciousness, so characterized, is an illusion brought
about by psychological mechanisms that are not themselves conscious in this sense.
However, all residual questions about the mind, it is argued, can be answered by
ordinary scientific means, including the strong intuitions that we are inscrutably
conscious. If successful, the illusionist approach dissolves the hard problem by way of
a comprehensive error theory. Note, however, the deep similarity between illusionist
theory and those theories embracing a scrutable concept. They will in general agree
about all the facts in the world except what to label things. Theories using a scrutable
concept will claim that the physical facts about the mind fully explain consciousness.
lllusionists will agree on the facts, but deny that what'’s left counts as consciousness.
The disagreement thus has something of the appearance of being merely verbal,



though it may be that an argument can be made about the theoretical virtues of either
approach: which is simpler, which better fits with prior theory and language, which is
more fruitful for future research, etc. In this light, one can ask why we should embrace
a theory rejecting the existence of consciousness, if a viable theory can be developed
(see Weisberg 2023)? But in any event, illusionism operates in a way that is clearly
more closely related to theories employing scrutable concepts than it is to the other
inscrutable approaches listed here.

Theories Employing a Scrutable Concept of Consciousness

Scrutable concepts are neutral about the possibility of an explanation of consciousness.
It is open to theorists to hold that though consciousness may be explained in other
terms, those other terms bottom out by describing some nonphysical primitive. This
simply moves the inscrutable mystery to a different spot and often results in some
version of dualism or panpsychism. Theorists following Brentano hold that
consciousness is explicable in intentional terms, but intentionality itself cannot be
explicated in physical terms (Brentano 1874). And some “neutral monists” hold that
conscious properties are ultimately aspects of a more basic metaphysical substate, one
possessing both physical and psychological attributes (Stubenberg 1998). Thus there
are versions of consciousness construed under a scrutable concept that are anti-
physicalist. But in the main, those employing scrutable concepts in the contemporary
literature tend also to be physicalists, broadly construed. A scrutable concept allows for
explanation ultimately in physical terms, usually by positing a structural, causal, or
functional process answering to the target presented by the scrutable concept. This
process is then argued to be realizable by physical processes. The theoretical
advantage of establishing this explanation is that it helps to unify consciousness with
the sort of understanding provided by the physical sciences. What's more, it opens
those theories to experimental test, at least in principle. Historically, other seemingly
recalcitrant phenomena have been explained and successfully located in a physicalist
ontology. The hope is that the same can be achieved for consciousness.

Note again that scrutable concepts need not (and generally do not) require
rejecting the idea that there is something it’s like for the subject when they are in a
conscious state. Reflexive approaches argue that there is something it’s like for the
subject when the subject is aware in the right way of their mental states. Further, those
using functional concepts like broadcasting can contend that this is what accounts for
the fact that there’s something it’s like for the subject—appropriately broadcast states
are available to the subject in the right way. And even those employing neuro-sensory
and information-theoretic concepts can argue that the phenomena picked out by these
concepts inter alia account for what’s it’s like. It is only if we understand the “what it's
like” notion as an inscrutable concept are scrutable concepts ruled out from capturing
what it’s like. But this begs the central question at issue here and indeed builds this
result into the specification of the concept of “what it’s like.” And, as urged above, if all
the defenders of the inscrutable concept have to offer is introspective appearances and
intuition-driven thought experiments, then this is arguably insufficient to settle the case.
It is beholden on theorists who embrace a scrutable concept to explain (or explain



away) the appearances and intuitions in question. But there is no conceptual barrier to
their doing so.

In what follows, we will lay out the most empirically promising theories employing
a scrutable concept of consciousness. This is not an exhaustive list, but it captures
those theories most engaged in serious empirical work to explain consciousness.
Though there is occasional overlap which we will note, the theories again fall into four
broad classes: reflexive approaches (most notably higher-order and self-
representationalism), functional approaches, neuro-sensory approaches, and the
integrated information theory. Space dictates that we can only briefly sketch these
views and the explanatory virtues and vices they possess, but the key conceptual
choice points and how they interact with theory should be clear.

Higher-order representational theory, self-representational theory, and a range of
approaches influenced by the phenomenological tradition conceptualize consciousness
as reflexive. The transitivity principle holds that a mental state is conscious only when a
subject is in some way aware of being in it. This is closely related to the
phenomenological principle that conscious states involve some “pre-reflective self-
awareness.” These ideas take their justification from reflection on our ordinary usage
and from (suitably refined) phenomenological reflection. This delivers a scrutable
concept characterizing consciousness in terms of the appropriate type of awareness of
the target mental state. And this awareness, in turn, is possibly, though not necessarily,
realizable in physical processes.

Higher-order (HO) theories hold that this reflexive awareness occurs when a
subject is appropriately aware of their state by representing themselves as being in it
(Armstrong 1968; Lycan 1987, Rosenthal 2005. See also Damasio 1999, LeDoux 2002,
Lau 2022). This representation is posited to be a distinct mental state of the subject—a
state about the target state. Since this state is about a distinct mental state, it is termed
a “higher-order” (HO) state. HO theories thus hold that a mental state is conscious when
a subject is appropriately ware of being in it by way of a distinct higher-order state. HO
states are representational in nature. The HO state itself is almost always
nonconscious—we are almost always subjectively unaware of its presence unless the
HO state is targeted by yet another HO state, which arguably occurs in introspective
awareness. And since representation can plausibly be explained in terms of causal-
functional processes, we gain an informative explanation of what distinguishes
conscious from nonconscious mental states.

Self-representational (SR) views, by contrast, hold that a mental state is
conscious when it is appropriate about both the world and that very state itself (Gennaro
2012; Kriegel 2014; Williford 2015; Williford et al. 2018; Verela 1996; See also
Hofstadter 2007). This reflexive relation claims to reflect the transitivity principle. But it
also connects with the phenomenological idea that all conscious states involve a “pre-
reflective self-awareness,” one that is more basic than our awareness of objects in the
world. Some SR views hold that the basic pre-reflective connection cannot be further
explained (Zahavi 2005). But others contend that there is no reason to think that



effective theorizing won’t locate the requisite reflexive connection in physical systems.
This latter approach allows for a fruitful connection with empirical evidence.

The scrutable reflexive concept leads to a range of well-developed, empirically-
connected theories. Foremost among these is the HO approach. First, the HO
approach is well-supported by psychological results (Lau and Rosenthal 2011, LeDoux
and Brown 2017, Lau and Brown 2018; Brown, Lau, and LeDoux 2019). Subliminal
priming and change blindness show that we can nonconsciously represent perceptual
information outside of consciousness, information that can influence observable
behavior. The HO theory holds that it is only when that information is further
represented in HO states that the subject becomes appropriately aware of them—that
there is something it’s like for the subject. Further, we can be in error about what we
perceptually detect. Change blindness and inattentional blindness indicate that we can
misrepresent the content of our perceptual awareness and that this alters what it’s like
for us (Lee et al. under review). This in turn prompts an empirical investigation into the
nature of our higher-order awareness in neuroscientific terms. Here we find positive
evidence of the activation of higher cortical areas in conscious awareness, supporting
the HO claim that consciousness involves a higher-order state. Taken together, we get
a satisfying explanation of consciousness.

Consciousness is held to be reflexive, as justified by our ordinary understanding
and phenomenological reflection. This in turn leads to the positing of HO states to
instantiate this awareness. And this allows for an empirically testable theory of
consciousness, one in line with a range of current evidence.

Finally, the HO theory provides an explanation of why an inscrutable concept
may have seemed inviting prior to the development of such theorizing . Given that we
are generally unaware of our HO states, and given that HO states potentially moderate
and restrict how we’re aware of our own conscious minds, consciousness might have
initially seemed inscrutable (Weisberg 2023). But if the HO approach is correct, that’s
what we should expect. The justification for an inscrutable concept in undermined.

Some, however, have held that the HO approach allows for too loose a
connection between our mental states and our awareness of them (See Gennaro 201x;
Kriegel 2014). The self-representational approach attempts to tighten the connection by
holding that consciousness involves just one state, albeit a complex one about both the
world and itself. If the internal connections between the worldly and reflexive elements
of the complex are merely representational, then it is unclear how this differs in a
substantial way from the HO approach (Weisberg 2008). So the connection must be
stronger. Some SR theorists opt for a form of “acquaintance,” a nonrepresentational but
directly informative link between mental content and reflexive awareness (Williford
2015). As noted, this echoes the phenomenological claim of pre-reflective self-
awareness. But we are left with a worry. Either the connection is a causal one, and we
then need to know what marks off this special sort of causal connection from the many
others occurring nonconsciously in the mind, or it is noncausal. But if it is noncausal, it
is in danger of detaching from the neuroscientific evidence base. What psychological or



neural evidence might we appeal to in order to establish the presence of the appropriate
acquaintance? And what would distinguish this evidence from evidence for the
presence of a cotemporaneous HO state that does not involve any form of
acquaintance? So non-representational SR views run the risk of losing connection to
empirical evidence.

In any event, we can see that HO and SR views share many of the same
features and look to the same sort of empirical evidence for support. And both are
based on the reflexive scrutable concept, thus retaining a close connection with our
pretheoretic idea of consciousness and refined phenomenological reflection. It may that
the two views are in the final analysis variants of each other, though perhaps more
theoretical development will allow for us to empirically decide between the two.
However this turns out, HO and SR stand as two plausible routes to a satisfying
explanation of consciousness.

The scrutable functional concept of broadcasting leads to another of the major
contenders for a theoretical explanation of consciousness. The initial development of
the global workspace (GWS) theory attempts to characterize the broadcasting idea in
psychological terms (Baars 1988, 1997; Baars et al. 2021. See also Dennett 2001).
The theory contends that representations are nonconscious unless they are uploaded
into a network cross-cutting the various low-level modules and processes of the mind.
Once uploaded into this network, they are available to a range of systems, rather than
just to the local modular system where they were formed. This network then allows for
the flexible, novel problem solving and rational control of behavior functionally indicative
of consciousness. More recently, a neuronal version of GWS theory has been
developed, mapping the psychologically-characterized processes of the GWS into
neural circuitry (Dehaene 2014, Dehaene and Naccache 2001, Mashour et al. 2020).
Taken together, we get an empirically testable theory, one amenable to both behavioral
and neurological investigation.

On the psychological level, we find that conscious contents are available for
flexible processing and they can trigger connections throughout the mind.
Nonconscious processing is generally encapsulate and modular, working automatically
and without flexible output or rich interconnections. From a computational perspective,
this sort of flexibility is best modeled in terms of networks allowing cross-talk between
multiple processing and memory centers. To cash this out in neuronal terms, GWS
posits networks of neurons connected by recurrent circuitry. In the brain, the GWS is
held to involve prefrontal cortex recurrently connected to sensory cortices and projecting
to a range of higher-level processing centers. The advent of conscious expeirnece
happens when the appropriate “ignition dynamic” occurs across the GWS neural
circuitry. According to proponents of the theory, there is evidence that this ignition
activity corresponds to conscious experience. What’'s more, this crucial signature is
absent in nonconscious sensory processing and under general anesthesia. Taken
together, we again find a rich and empirically-accessible theory, a fruitful application of a
scrutable concept of consciousness.



However, there are questions about the adequacy of the theory. First, we may
have peripheral or fleeting conscious experiences that fail to generate the requisite
ignition, or fail to be sustained in the required memory areas of the GWS (Cogitate
Consortium et al. 2025). And there are plausible cases of complex problem solving
involving creativity, flexibility, and modular crosstalk that nonetheless occur outside of
conscious awareness (Sternberg and Davidson 1995. Dijksterhuis and Meurs 2006).
Consider the director of a play struggling with a complex problem of staging a crucial
scene. After much struggle, the solution may just arrive in consciousness in a “eureka”
moment. This suggests that the functional aspects of the workspace may occur outside
of consciousness. And finally, there is a more fundamental conceptual worry. We can
reasonably ask why GWS processing leads to there being something it’s like for the
subject. This is not to invoke an inscrutable concept; rather, it is to ask what exactly is it
that connects the functional and neuronal ideas here to our ordinary understanding of
conscious experience. There is a conceptual distance between our ordinary thinking
and the empirically-oriented GWS approach. This is not to say that no answer is
possible in principle, but unless we have some explanation connecting GWS to the
pretheoretic appearances, the explanatory story is still wanting. This exposes a
potential shortcoming in the functional concept, even if one is open to the possibility of a
satisfying explanation of consciousness.

The third major empirical approach to consciousness employing a scrutable
concept, one cashed out in neuro-sensory terms, is the “recurrent processing” (RP)
theory (Lamme 2006, 2010). The concept used by RP is initially grounded in reflection
on conscious perceptual experience. Conscious perception is at the heart of the debate
over the possibility of explaining consciousness and figures prominently in the intuition-
based thought experiments posed by defenders of an inscrutable concept. But there is
a useful introspectible feature of perceptual expeirnece pointing the way to scrutability.
When we perceive an object in the world, it seems that we directly access the worldly
property itself with no mediation of which we’re aware. This phenomenon, known as
“transparency,” is argued to lead to the first-order representational (FOR) view of
conscious experience (Harman 1991; Dretske 1995; Tye 1995). According to this line of
thought, consciousness is marked by transparent awareness of perceptual properties.
Defenders of FOR argue that naturalized representation best accounts for this worldly
awareness. The idea that perceptual consciousness is representational is picked up by
Victor Lamme in the development of RP theory. He contends that there is good
empirical reason to identify the requisite first-order states—states located in sensory
cortices—with representational contents embedded in recurrently connected states.
Recurrence occurs when both feed-forward and feed-back projections work to sustain
the activation of neural process. But he then draws a more controversial conclusion
from these theoretical claims: RP activity in sensory cortices is sufficient for conscious
experience, even when subjects have no conscious access to the states it purportedly
renders conscious. Lamme thus starts with introspective data, but then leave behind
that data to identify consciousness itself with RP. This issues in the “no report”
paradigm of consciousness research (Tsuchiya et al. 2015).



It is clear the resultant concept is scrutable, allowing for an explanation of
consciousness in neuroscientific terms. Central to the empirical evidence cited in favor
of RP is the correlation of disruption of consciousness in masked-priming task with the
interruption of RP, the absence of RP in anesthetized animals, and the correlated timing
of ERP data of the onset of visual consciousness with the presence of RP (Lamme
2010). However, empirical questions remain about RP. First, it is not the case the RP
fully disappears in anesthetized animals. Further, a range of processing that involve RP
likely remains unconscious when we parse a complex visual scene (Seth and Barrett
2010). Finally, there are apparent cases of subjects retaining conscious experience
even when TMS is used to disrupt RP processing sensory cortices (Allen et al. 2020).

All these results are a matter of empirical debate. But there is a more substantial
conceptual worry, one tied to the subject of this entry. We are left with a concept that
divorces conscious experience from introspective access and behavioral report. These
are the standard empirical means of determining if a state is conscious. It is thus open
to opponents of RP to assimilate all these results as evidence of sustained
nonconscious visual processing. It is unclear how to settle this debate with further
empirical evidence.

And, as with the GWS, we now have moved a significant distance from our
ordinary and psychological means of identifying consciousness. RP holds that a subject
can be in a conscious state—there can be something it’s like for the subject—even
though the subject is fully unaware of the state and fails to report its presence (or even
reports its absence). This undermines RP theory’s means of accounting for (or
explaining away) some of the key features of consciousness, pre-theoretically
understood. The foundational move to a neuroscientific concept detaches RP from our
ordinary understanding of consciousness, as well as standard methods in empirical
psychology for finding evidence of conscious experience. Again, this move may be
justifiable, but a theory both explaining the experimental data and accounting for pre-
theoretic appearances will have an explanatory advantage over RP.

The final empirical approach theory of consciousness using a scrutable concept,
in this case a informational-theoretic one, is the integrated information theory (lIT) of
consciousness. |IT’s scrutable concept comes from “axioms” meant to isolate
consciousness in a phenomenologically supported but theoretically attuned manner. To
repeat from earlier, these axioms are that consciousness exists “intrinsically” from its
own perspective; that consciousness has a rich compositional structure; that each
conscious experience uniquely differentiates itself from all other possible conscious
experiences; that consciousness has an integrated unity rendering it irreducible to its
individual composing elements; and that consciousness has sharp and exclusive
boundaries. On this basis, IIT “derives” corollary postulates and these postulates then
allow the theory to identify a specific informational quantity, ¢, which is held to be
identical to consciousness. The postulates state that consciousness must possess
causal powers, including the power to impact its own procession of processing; that the
elements of consciousness must be able to combine and realize new sets of causal
powers; that the causal structure of consciousness must allow for the differentiation of



unique conscious states; that the system must be irreducibly complex, in the sense that
each element is interdependent and required for its identity; and finally, that only the
“maximal” irreducible system of interdependent information will be conscious.

This rich and complex theoretical structure then delivers the identity of
consciousness with @, the maximally integrated information in a system. This quantity is
empirically measurable due to the causal postulates. And this in turn allows for the
possibility of empirical support. Proponents of lIT contend that the awake, conscious
brain responds to stimuli with high levels of ¢, while asleep or anesthetized brains do
not. Further, it's claimed that vegetative state, minimally conscious states, and locked-in
syndrome can be distinguished by IIT methods. Finally, the functional differences
between cortical activity and activity in the cerebellum, which is not conscious, can be
explained by measuring the @ level of each (Tononi 2004, Oizumi et al. 2014, Tononi
and Koch 2015). Taken together, we can see how the scrutable axiomatic concept of IIT
leads to empirical claims and ultimately to an identification of consciousness with an
integrated informational processing.

However, there are both empirical and conceptual problems with IIT. Actual
calculations of ¢ in a human brain demand dealing with so many variables that the
solution is mathematically intractable. This prompts IIT to rely on proxy measures for @,
weaking evidential support for the view (Barrett and Mediano 2019). Further, there are
anomalous experiences for which IIT makes may make the wrong predictions.
Psychedelic experience shows a marked dis-integration in the brain, but it can be
particularly consciously rich and vivid. But IIT predicts that such experience should be
less rich and vivid, given the decrease in integration (Bayne and Carter 2018). What’s
more, there are cases where |IT predicts that systems like power grids possess a high ¢
score and so would implausibly count as conscious systems. And it may be that [IT
collapses into a form of panpsychism if it embraces the idea that all systems of this kind
are to some degree conscious (Horgan 2015).

But again, it is the conceptual problems that are most serious. The positing of
[IT’s axioms is meant to have a phenomenological plausibility. And the axioms are
supposed to deliver the claim that consciousness is marked by intrinsic points-of view,
accounting for our subjective awareness—this is meant to be part of our concept of
consciousness. But the axioms are either too vague and trivially satisfied, and so do
not lead to the postulates the IIT identity claim, or they are precise but not justified by
phenomenology. Indeed, many of them, particularly the information axiom, the
integration axiom, and especially the exclusion axiom, appear ad hoc. In their trivial
form, other theories have the means to explain the phenomenological data, but in their
strengthened form, we have little reason to hold they are true, beyond the desire to fit
with the theoretical apparatus of IIT. This in turn undermines the claim that the theory is
supported by empirical evidence. If the only way to pick out the evidential data is by
theory-laden ad hoc principles, they evidence cannot decide between [IT and rival
theories rejecting the more precise readings of the axioms (See Merker et al. 2022).



There is of course much more to say about all the theories discussed here.
Indeed, these four theories all present active and ongoing research programs. Butitis
clear that a considerable part of the debate over which empirical theory is correct turns
on the choice and justification of the specific scrutable concept that is initially adopted.
But the empirically-driven approaches at least agree that the very possibility of an
informative explanation is not ruled out on conceptual grounds. We will close by further
scrutinizing the claim that consciousness, when properly conceptualized, presents an
intractable explanatory problem.

The Hard Problem and the Conflict between Intuitions and Theory

As noted earlier, it is often claimed that there is a problem for explaining how physical
processes in the brain, which are not themselves conscious, can result in conscious
experience. As Chalmers, who has dubbed this the hard problem, puts it, the problem
is “why and how do physical processes in the brain give rise to conscious experience?”
(2018, 218). And elsewhere: “[I]t is widely agreed that experience arises from a
physical basis, but we have no good explanation of why and how it so arises”
(Chalmers, 1995, 201).

As argued above, this claim rests on an appeal to an inscrutable concept of state
consciousness. But it is worth examining some the implications of this particular claim.

Those who hold that there is such a problem also typically maintain it that it
blocks any possibility of any useful, informative theory of consciousness, including any
theory about what it is for a mental state to be conscious.

On the face of it, this latter claim gets things backward. The reason it is unclear
how to explain conscious experience on the basis of neural processing is simply that we
do not yet have a widely accepted theory of what it is for a mental state to be conscious.
Given a generally accepted theory of consciousness, likely cast largely in psychological
terms, it would be straightforward to explain how neural processing gives rise to
conscious experience.

Scientific explanation invariably starts from phenomena that do not themselves
exhibit the feature we want to explain. We go step by step from an explanans to an
explanandum, relying at each point on theoretical connections that warrant the relevant
move. We bridge each apparent gap by scientific theory. We do not seek to bridge
such gaps by appeal to intuition or common sense.

That is how ordinary scientific explanation operates. There is no reason that it
would not take us in that way from neural explanantia that are devoid of subjectivity to
the explanandum of consciousness, relying at each step on suitable theoretical
connections. Explananda need not be reducible in kind to that of the explanans, and
they rarely are.



It is important to stress the step-by-step nature of such typical explanations. We
should not expect to jump from neural processing straight to conscious experience, any
more than we could expect to explain the nature of animals by direct appeal to atomic
structure. Both cases require numerous intermediate steps.

So a theory of consciousness is likely to hold the most promise if it is cast, at
least in part, in psychological terms. The best approach for explaining how some
mental states come to be conscious may for that reason appeal to other mental states
that are not themselves conscious. As noted above, higher-order and global-workspace
theories may have an advantage over recurrent-processing theory and Integrated-
Information Theory.

An established theory can lead us to discard or disregard intuitions that seem to
stand in the way of explanation. So the appearance of a hard problem can be seen as
no more than a symptom of our current lack of any widely accepted theory of
consciousness.

An advocate of a hard problem might urge that our current lack of a generally
accepted theory of consciousness gives us reason to doubt that we will ever have one.
That is not so. There are currently a small number of theories, arguably no more than
four, which are actively discussed and have a serious base of support.

And it cannot be surprising that none has yet achieved overall acceptance.
Explanation of psychological phenomena generally is still young, and debate persists
also about such phenomena as thought and perception. In addition, theorists differ
about how to fix the folk phenomenon of consciousness, and often jump across levels of
explanation. So the current lack of a generally accepted theory provides no reason to
think that none will in due course emerge.

We know about conscious states by first-person access. And one might urge
that first person access resists any theoretical treatment. so that consciousness will as
well.

But that is by no means obvious. We also have third-person access to conscious
states, which can be more revealing than first-person access. So our goal must be to
explain how the two types of access can work together to tell us about very same
conscious states. Doing so will doubtless require theorizing about both types of access.
And even if first-person access has special epistemic properties, which is debatable, we
can still theorize about such access.



Advocates of a hard problem, however, will insist that casting things in terms of
scientific explanation misses the point. They will contend that intuition on its own should
enable us to see how neural processing could give rise to conscious experience. So
they will reject construing the issue in terms of scientific explanation, and insist on
seeing it in terms of what pretheoretic intuition by itself can deliver.

Construing the problem that way in effect removes both science and theoretical
explanation from consideration. And since pretheoretic intuition cannot explain how
neural processing can give rise to conscious experience, hard-problem advocates
maintain that no theory will be able to bridge that gap.

But construing the hard problem in terms of pretheoretic intuition leads to a wild
proliferation of parallel hard problems in areas of science where this is totally
unacceptable. We know that water is H20 on the basis of well-established theory, and
that identity has long since made its way into our everyday picture of things.

But pretheoretic intuition, wholly unaided by such theory, would be powerless to
explain, or even make it in any way intelligible, how water could possibly be H20.
Similarly in countless other cases of well-established science.

We would have a forceful modal intuition about all such cases. If we construe
the hard problem of consciousness in terms of pretheoretic intuition, there will be a hard
problem about water and H20, and about a multitude of others in scientifically
established areas of knowledge. So we cannot construe the hard problem about
consciousness in that way.

The hard-problem advocate might contend that in today’s way of thinking about
things, pretheoretic intuition does after all tell us that water is H20. That is simply a
mistake. If we totally subtract the theory, pretheoretic intuition cannot help us
understand how water could possibly be H20. Indeed, absent relevant theorizing,
pretheoretic intuition rarely tells us much at all about the nature of things. That is why
pretheoretic intuition cannot help bridge the gap between neural processing and
conscious experience.

In cases such as water and H20, where theorizing does decisively come to
override initial powerful intuitions that some scientific explanation could not possibly be
true, the relevant theorizing typically ignores the relevant intuition, and simply goes
about providing explanations and predictions that help establish the theory. The
intuition does nothing to shape or influence the relevant theory. The intuition is simply
consigned to the dustbin of history.

These considerations recall the earlier distinction between inscrutable and
scrutable concepts of consciousness. Reliance on intuitions underlies inscrutable
concepts, whereas reliance of theorizing points to scrutable concepts. The conflict
between intuition and theorizing is fundamental.



We learn about the nature of things from theories. Chemistry tells us about the
nature of water. We form intuitions about the nature of things only when we have no
theory to guide us. The reliance on intuitions about mental phenomena echoes the pre-
scientific reliance in other areas on Aristotelian essences, a pre-scientific past we
should not emulate.

Consciousness is not a closed system. It is determined at least in part by its
interactions with mental phenomena that occur without being conscious. But
pretheoretic intuition must rely solely on the subjective appearances, and so is blind to
interactions with anything else. That underscores the need for theorizing when we seek
to discover the nature of consciousness. We must rely on theories that can reach
beyond those subjective appearances.

Conclusion

In conclusion, there are a variety of concepts of consciousness employed in the current
literature. The choice of which concept to use, in particular when focusing on state
consciousness, strongly determines how the investigation will proceed. And the choice
of concept itself must be justified if we hope to make any progress in the debate over
the nature of conscious experience.
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