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On the Failure to Detect Changes in

Scenes across Saccades

John Grimes

Imagine yourself viewing a full-colour picture of a city park, a scene
with trees, lawns, flowers, paths and roads. What if you were told that
the image could be significantly altered - say, by m~ving a promi~ent

tree or by removing a clearly visible parked car - whde you were actlvely
studying the picture and that you would not notice the change? Intu
itively, this is hard to believe. Yet in our visual perception laborator~,

this type of high technological sleight of hand is a daily occurr~nce: If
the timing of the image manipulation is right, most people w111 mIss
seven out of ten such changes. Images can be manipulated such that
conspicuous objects change their colour or brightness, increa~e or
decrease in size, change identity or position, or sometimes eve~ dIsap
pear entirely, all without the awareness of the subject s~dymg the
scene. Even when the viewer is told that such a change WIll occur, the
alteration usually eludes the subject. How can large-scale alterations
such as these be made to scenes without the viewer's awareness?
What does the critical nature of the timing of the image manipulation
reveal about the visual system? And what implications does this odd
phenomenon have for theories of vision and visual perception?

Before an attempt to answer these questions can be made, it would
be helpful to consider some of the. subevents that occur ~hen a person
views a scene. There are several dIscrete levels of analySIS that are use
ful to consider when a person views a picture, and factors at each of
those levels have a direct influence on the person's overall perception.
In the present case, I believe that the phen~menon occurs dU~ .to an
interaction between different levels of the VIsual system. SpeCIfically,
I suspect that it is the combination of certain properties present at dif
ferent levels of the visual system that interact in a way that opens a
hole, as it were, in the perception of the visual world, and it is through
this hole that image changes like those describe~ a~ove fall. .

At perhaps the lowest functional level of analysl~ 1~ the recepti~e s~r

face within the eye, the retina itself. In particular, It IS the orgamzatIon
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90 John Grimes Failure to Detect Changes 91

of the receptor cells, termed cones, which has implications for scene per
ception. The cones are the visual receptor cells that are sensitive to col
our and small visual details under normal lighting conditions. The
other visual receptive cells, the rods, function only in low-illumination
settings and are functionally colour-insensitive. It is with the cones that
humans view normally illuminated pictures and scenes. In the human
retina, the cones are arranged with a densely packed region in the cen
tre of the retina surrounded by an increasingly sparse array of cones
going out to the periphery. This central area, the fovea, is the region of
highest spatial acuity of the retina, that is, it is the area most sensitive
to fine or minute detail (Dowling, 1987). As the distance from the fovea
increases, sensitivity to fine detail drops off rapidly. When you study
the objects of a scene or read the words on this page, you are using the
fovea to acquire the minute visual details.

The functional implication of a foveated retinal organization is that
in order to study different areas of a visual scene via the high-acuity
fovea, it is necessary to aim the fovea at each of the successive, indi
vidual areas. Humans move their eyes from one location to another
using very rapid, point to point movements called saccades. In picture
viewing, a typical saccade takes V200 to 1/12 of a second (5 to 80 msec)
to occur. Upon termination of the saccade, the eye pauses for ab9ut
250 msec, and visual details are acquired from the picture during the
fixation. Following the eye fixation, another saccade is launched, and
the cycle repeats. One additional observation completes this second
level of analysis. The human visual system is functionally blind dur
ing a saccade, although the cause or causes of this saccadic visual
"suppression" is the topic of current debate. Retina-based explana
tions suggest that such blindness may rise from the rotational forces
on the retina due to the speed of a saccade or that it may be caused by
the velocity of visual details whipping across the retina during the eye
movement. Either of these, as well as other unknown factors, may all
play a role in saccadic suppression. For our purposes, however, the
combination of a saccade followed by a fixation, with the accompany
ing brief period of suppressed vision during the saccade, can be con
sidered the second functional level of analysis.

The sequence and locations of fixations comprise the next level of
analysis. Although there is great variability among people in how they
study a scene, an adult viewing a picture for the first time will gener
ally alternate between two eye-movement patterns (Buswell, 1935). A
long-distance saccade will launch the eye toward some object location,
chosen from the low-resolution information available in peripheral
vision, presumably to learn something about the object in that location.
Upon arriving at the new location, a few fixations are generally made

on and around the object, as individual features are sequentially tar
geted by the high-resolution fovea. A new, distant target is then
selected and the eye makes another long, image-traversing saccade,
and the process repeats. In this way, the important objects of a scene
are quickly identified and studied in sequence (Noton and Stark, 1971).

The interaction between these two levels of analysis, the organiza
tion of cones on the retina and the resultant need to saccade to and
sequentially fixate new locations, coupled with the functional blind
ness during these saccades, raises some questions about the next,
higher level of analysis. Glossing over the biological complexities and
visual processing issues of the many stages of the actual, physical
visual nervous system, the next functional level of analysis could be
considered the mental representation of the scene being studied. The
final useful level of analysis is the conscious perceptual experience of
the viewer. Note that the perceptual experience of a person viewing a
scene is that of a smooth, continuous scan across the image. In most visual
tasks, people are completely unaware of making discrete saccades and
fixations. The experience is one of a "seamless comprehension" of the
visual world. For example, I once overheard an experienced reading
teacher instruct a child to let her eyes sweep across the line of text like
a broom sweeps across the floor. In fact, it is nearly impossible to make
what is called a "smooth pursuit eye movement" in the absence of a
moving target (i. e. , when confronted with stationary text). When we
read, it is not the "smooth" eye movements versus the "jerky" ones
that separate an experienced reader from the beginner. On the con
trary, in reading, adults will saccade to a single word, fixate it for V4 of
a second or so, saccade to another word, reverse directions to reread
an earlier portion of the text, jump ahead again, and so on (McConkie,
1979). Despite all this discrete saccading and fixating about, however,
the reader experiences the perception of a smooth, continuous scan
across the line of text. Similarly, in picture viewing the phenomeno
logical experience is of smoothly scanni~g t~e visua~ world,. noti~g
interesting objects and details instead of vIewmg a senes of bnef, dIS
jointed snapshots of the visual world.

The discrepancy between the proximal stimulus, the image on the
retina, and the mental representation is the crux of the interaction
between the foveated retina and the functional blindness of the sac
cade. The discrete fixations are somewhat isolated snapshots of differ
ent parts of the visual world, separated by brief periods of non-vision.
Given the divergent, discontinuous nature of the stimulation at the
retina, why do we perceive such a stable, seamless visual experie.nce?
How do we go from these sporadic, individual samples of the VIsual
world to the smooth, stable visual experience to which we are all



1. ThE sPaCe ShUtTlE tHuNdErEd InTo ThE sKy·On A cOlUmN of sMoKe.
2. tHe SpAcE sHuTtLe ThUnDeReD iNtO tHe Sky oN a CoLuMn Of SmOkE.

While alternating case text is a bit unusual and difficult to read at first,
one quickly becomes accustomed to it with practice. McConkie and

accustomed? How is the information from the current fixation inte
grated with information from previous fixations into some type of glo
bal mental representation of the scene? Finally, why is it that obvious
changes can be made to an image while a person studies it without his
awareness as long as the change occurs during a saccade?

In the late 1970s, interest in questions such as these resulted in the
development of a new research environment and experimental para
digm. The eye movement-contingent display system, developed by
George McConkie and Keith Rayner, exploits the phenomenon of sac
cadic suppression as a tool for the investigation of various perceptual
and cognitive aspects of reading (for details, see McConkie, Zola,
Wolverton & Burns, 1978). The eye-tracking system developed by
McConkie et al. links an "eye-tracker," a machine that monitors the
position and movement of the eyes, to a computer controlling a text
display. This allows the experimenters to change the text during sac
cades: as the eyes begin to move, their targeted destination is pre
dicted, and the text in that location is changed before the eyes arrive.
Therefore, the researchers could present different information to the
r~aderon the current fixation than had been available during the prior
one, without the reader being aware of the actual change itself. This
experimental setting allows the study of the influence of various fac
tors upon reading performance without directly disrupting the read
ing process.

One early, study, for example, examined the fusion of letter details
from the current fixation with letter details acquired on the previous
fixation. In that study, McConkie and Zola (1979) were attempting to
obtain evidence supporting a model of visual processing during read
ing that included an integrative buffer. This buffer was conceived of
as a short-term memory store where the visual contents of the previ
ous fixation were maintained until they could be fused with the con
tents of the current fixation, based upon an overlap of the visual
details of the two fixations. McConkie and Zola hypothesized that if
the visual details of the letters themselves were changed during a sac
cade, while the actual lexical and content structures of the text were
preserved, then any disruption of the reading process could be attrib
uted to a failure to fuse the visual letter details acquired from the two
fixations. To that end, they had subjects read text in alternating case,
as shown in lines 1 and 2:

Zola had college students read this type of text from a computer
screen while their eye movements were monitored. During every sac
cade, in some experimental conditions, the case of every letter was
changed as the computer switched between the two lines of alternate
text, as shown in the example. That is, the visual appearance of every
letter and every word was dramatically different on each new fixation
than on the previous fixation. McConkie and Zola hypothesized that
the sudden presence of the altered text, with completely mismatched
visual details, should have prevented or interfered with fusion in the
integrative buffer, and would make reading much more difficult, if not
impossible. Such disruption would have been accepted as evidence
for the visual integrative buffer.

The first answer to their question about a visual integrative buffer
model was obtained even before an actual subject had read the alter
nating case text. After serving as the first pilot subject for this investi
gation, Zola sat back from the eye tracking apparatus and announced
that something must be wrong with the system because the text was
not changing. Others in the room, whose eye movements were not
coupled with the text changes, were astonished: they had clearly seen
the case of the letters dancing up and down on the monitor as Zola
read. Results from actual subjects later confirmed Zola's revelation.
Not only did the experimental manipulation fail to produce any di~
ruption of the reading process or of the eye-movement patterns, It
failed to produce even the awareness that something unusual was
going on. I recall one subject who became somewhat angry with me
during the debriefing at the end of an experiment. Absolutely faithful
to her perception of the world, she adamantly refused to believe that
such a stunt could be pulled on her, preferring to believe instead that
psychologists are tricky and that the debriefing was part of the exper
imental deception. Psychologists can be that tricky, of course, but
there had been no deception in this case, just a perfectly normal
human visual system with a puzzling property.

Needless to say, the observation that such obvious changes could be
made to text without any indication of an effect on the subject's eye
movement parameters, reading comprehension, or perceptual experi
ence was quite a surprise. (It was also compelling evidence against
visual integrative buffer-based models of lexical processing during
reading. )The basic paradigm has since been extended to demonstrate
similar "failures" of perception in the course of studying other aspects
of cognition and reading. In one series of studies, the text was shifted
a few character positions to the left or right during a saccade so that
the eye would land upon a different letter or word than the one
intended. When such a shift occurred, the subjects would frequently
make a small, corrective saccade of the same magnitude, but in the
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opposite direction of the original shift. They rare1¥ indicated, how
ever, any awareness that the text had been moved. In another experi
ment, one word replaced another during a saccade such that the
meaning of the entire sentence was altered (e. g. , "The kids played on
the beach/bench all afternoon"). In this experiment, the subjects tended
to report one word or the other, but rarely indicated any awareness of
the switch, the presence of two different words, or that the meaning of
the sentence was ambiguous in any fashion. One final example, the
classic "moving window" studies, involved a series of studies in
which all of the letters outside a window surrounding the fixation
point were replaced with Xs, as shown in lines 3 and 4:

3. xxx xxxxx xxxxxxx thundered inXX xxx xxx XX X XXXXXX xx XXXXX.
A fixation point

4. xxx XXXXX XXXXXXX XXXXXXXed into the sky xx X XXXXXX xx XXXXX.

1\ fixation point

When the subject made a saccade, the computer caused the window
of unobscured text to move, too, so that unobscured text was always
visible during the fixation. As long as the window of nQrmal text
extended approximately four letters to the left and seven or eight let
ters to the right of the fixation point, there was no effect on the sub
ject's eye movements or upon subject awareness. Indeed, one long
standing lab anecdote has it that in an attempt to capitalize on the
Cocktail Party effect, where one's name has an enhanced chance of
catching one's attention, the words were replaced with the fellow's
name (e.g., "TOM TOM TOM space shuttle TOM TOM TOM"). The
results were the same. It was beginning to seem that people either had
little or no access to, or made little use of, the actual peripheral visual
information gleaned from prior fixations.

As the exploration of eye movements and cognition during reading
continued using this paradigm, it became natural to wonder if this
phenomenon would occur in a richer visual environment. In the read
ing studies, the changes all occurred to small green letters and words
on a computer monitor. Would it also be possible to make such manip
ulations to full-colour, real-world scenes without the viewer's aware
ness? If so, what would be revealed about visual perception and what
implications would this have for models of visual perception? What
are the implications for humans in daily life?

To explore the issues raised by these questions, a new eye tracking
system was established in Dr. George McConkie's lab at the University
of Illinois to carry out similar investigations with full-colour, real world
scenery (as opposed to line drawings). Interfacing a Fourward Technol-

ogies Generation V Dual Purkinje Image Eye Tracker with a Compaq
386-20 computer, an AT&T TrueVision Vista card and a Princeton Ultra
Sync Graphics monitor was no small task and would not have been
possible without the ingenuity and perseverance of Gary S.Wolverton,
our systems programmer. The system, as it stands today, samples eye
position 1,000 times per second with positional accuracy of 1/4

0 of
visual angle (1140 is approximately the size one character position on
our display screen). The high sampling rate allows the system to detect
an eye movement while it is still in progress and switch between differ
ent full-colour, real-world·images. To do this, the program that moni
tors and records eye position also controls the display card. Within 4
msec of the start of a saccade, the control program determines that a
saccade is in progress and performs the image manipulation.

In our apparatus, the display card has two images stored in its
memory, the original image and an altered version of the image. In
most experiments, the altered version of the image is identical to the
original except for one object or region. For example, in the altered
version, an object can be different in size, colour or location (see Fig
ures 4.1A through 4.25). In other cases, objects, or parts of objects, may
be deleted entirely. Similar to the way a television set replaces the
image on the screen by rapidly drawing individual scan lines from top
to bottom of the screen approximately 30 times each second, the dis
play card in our system scans across the image in memory every 1f6oth
of a second (16 msec) and refreshes the image on the display screen
with that information. When the control program indicates that a sac
cade is in progress and that a display change is due, the image scan is
interrupted at that instant and the scan point is switched to the corre
sponding location in the second, altered image, and begins refreshing
the screen with it instead. In this way, the image displayed on the
screen can be completely switched between the two images within 16
msec of the detection of a saccade in progress. The switch happens so
quickly and smoothly that a bystander simply viewing the monitor
perceives the change as a single, instantaneous event.

Two things remained to be developed before the actual investiga
tion could begin: a research paradigm that would put subjects in a sit
uation where they would view these images normally, but still be pre
pared to respond should an image change be observed, and a high
quality set of scanned photographs with a set of edited alternates.

The aim of the research paradigm was to have the subject be recep
tive to detecting the image changes, without introducing artificial eye
movement behaviours or strategies due to the detection task itself.
Without some sort of relatively normal task to perform, subjects tend
to invent their own behavioural strategies, based on their perception
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Figure4.1A

as to the "real" point of an experiment. Many test subjects were run
through variations of the general experimental task before an accept
able situation was devised. The paradigm we finally settled upon pre
sents the subject with a series of computer-displayed images while his
eye movements are monitored. The subject is told that the focus of the
study is upon the eye movements that people make when they are
studying pictures to commit them to memory. He is told that a series
of 50 pictures will be presented, that his eye movements will be mon
itored while he studies each picture, and that after a short rest break,
a recognition task will be administered. The subject is told to study the
pictures carefully, as some of the distractors in the memory task are
quite subtle. The subject is also told that "in a few of the pictures
something will change. An object might become larger or smaller,
change location or colour or something like that. ''The subject is asked
to press a button if he believes he sees anything of that nature happen.
Before the actual study phase of the experiment, a practice block of tri
als is run to familiarize the subject with the eye tracker, the task and,
in particular, to give experience detecting images with changes in
them, as well as with the types of changes involved.

In a typical trial, the subject fixates a small target in the centre of the
display screen and presses a button. The image appears and during an
experimentally predetermined saccade the alternate image is written
to the screen and stays there for the remaining duration of the lO-sec
ond study period. The subject presses the button if a change is noticed,

Figure 4.1B

and continues to study the image until it disappears. After a few sec
onds, the next trial begins, and so on. Two blocks of 25 trials each are
presented, separated by a brief rest period. Following the conclusion
of the second block, the subject answers several questions about his
impression of the experiment. Finally, the subject is informed as to the
nature and goal of the experiment, paid and sent home. (There is no
memory test. That is merely a ruse used to make the subjects carefully
study the images. Without this instruction, the subjects tend to stare
fixedly at the screen, waiting for something to happen. Nothing hap·
pens when they do that, of course, as it is their saccades that trigger
the display change in the first place. The threat of a memory test gives
the subjects a task to perform and a goal to strive for, thereby lessening
the chance that they will invent their own strategies to cause and
detect the changes. This is important, in that, similar to the strategy
necessary to detect the alternating letter cases mentioned earlier, these
strategies are hardly natural, normal viewing patterns and tell us little
about the perceptual processes that occur during normal Viewing.)

The final element to be developed was the stimuli set. The stimuli
for these studies consisted of a series of computer-scanned and edited
magazine photographs. Once an image had been captured by a
graphiC scanner, the Macintosh program Adobe Photoshop (1991) pro
vided a fantastic graphic editing environment where almost any con
ceivable alteration could be performed. It is relatively simple, for
example, to take a scene of two men sitting on a bench, define their
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Figure 4.2A. Luis Marden© National Geographic Society

heads as objects, and swap them. Photoshop also includes the tools to
seamlessly reintegrate the altered object back into the original scene,
so that any gaps or irregularities caused by such antics can be filled or
smoothed over. The results, as shown in Figures 4.1B and 4.2B, are
alternate versions of the original photographs without any telltale
signs of the manipulations themselves. In fact, when asked to choose
the original of such pairs, subjects were as likely to choose the alterna
tive as the original.

Figure 4.2B. Luis Marden© National Geographic Society

In altering the various photographs, we initially contented our
selves with relatively small changes. A fork might disappear from a
dinner scene, for example, or a book might change colour on the book
shelf in the background. Stimuli with such insignificant changes were
then timidly tendered between many control images (images with no
changes) to give the subject a sense of viewing a series of normal pic
tures, a few of which might have some image alteration. We wanted to
avoid predisposing the subjects to expecting, and therefore, being
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overly sensitive to, image alterations. We wanted them to miss a few
of the changes while detecting others so that we could estimate sensi
tivity ratios. We did not want the subjects to be able to report every
change as it occurred, so we kept the changes subtle such that the
detection task would not be too easy. We were concerned, as things
turned out, about the wrong things.

The early subjects rarely, if ever, pushed the button to indicate the
detection "that something in the image had changed." We checked the
button. It worked. We ran the study in slow motion without a subject
to be certain that the apparatus and the experimental control pro
grams were working properly. They. were. Then, we ran ourselves
through the experiment and found, as Zola had found years before in
the reading task, that even with full knowledge of what was going to
change and when, it was still often difficult or impossible to detect
anything unusual. Perhaps, we thought, the changes were too subtle.
And so began a gradual exploration of just how bold an image manip
ulation would go undetected. After all, the strength of our visual
experience is so powerful and seems so veridical that there must be

, some limit to what a person can overlook, even if the actual change
does take place during the relative blindness of a saccade.,

The images shown at the Vancouver conference, Problems in Percep
tion, a subset of which is presented here as Figures 4.1A to 4.2B, repre
sent some of our latest, and in certain cases, most outlandish, efforts.
Our goal was to create a set of 40 images with object alterations that a
bystander watching the experiment in progress could not possibly fail
to observe. The following table (Table 4.1) is intended to give the fla
vour and magnitude of the image alterations presented to the subjects.

Image manipulations of this nature, it seemed, would surely always
be detected by the subjects, saccadic suppression notwithstanding.
After all, most people, if asked, would state a strong belief that they
could detect manipulations such as these if they were made. Those
same people would also predict that few could fail to notice such gross
modifications occurring right before their eyes. Now, it seemed, we
had an image set that people would take notice of. Now, we thought,
we would see some detection of the changes.

Finally, all of the pieces were in place, and real SUbjects came in to
participate in the experiment. They were given an introduction to the
laboratory and our general line ofresearch, and then familiarized with
the eye-tracker and other apparatus. Following that, they were posi
tioned in front of the eye-tracker; it was calibrated to the individual
characteristics of their eyes; and the experiment began.

Ordinarily, sitting in a darkened room watching a subject press a
button is fairly dull work. This experiment, in contrast, was a delight

to conduct. Watching obvious image change after image change go
undetected by the subjects makes one feel like the king of practical jok
ers. The subjects simply had little awareness of the image changes, and
it was difficult to watch their oversights without considerable amuse
ment. In one case, I had to send a SUbject's husband (too nearsighted
to be a subject himself) from the room out of fear that his exclamations
of amazement would clue his wife to the presence of the image manip
ulations. The subjects themselves revealed considerable surprise
when, at the end of the experiment, they were informed that 80% of the
images underwent some sort of alteration. Their typical estimates
were that between 20% and 30% of the images contained some change.
Complete surprise is perhaps a better way to express their reaction
when informed of the actual number of display changes. In most of the

Image Manipulation Description

Aprominent building in a city skyline becomes 25% larger.

Two men exchange hats. The hats are of different colours and styles.

In a crowd of 30 puffins, 33% of them are removed.

In a playground scene, achild is enlarged by 30% and brought forward in
the depth of the picture by approximately 5 m.

In a marketplace, brightly coloured fruits switch places among their four
respective baskets.

A celebrity, leaning upon an air conditioner, is rotated approximately 40
degrees to lean in the other direction.

Two cowboys sitting on a bench exchange heads.

Aparrot, comprising roughly 25% of the picture space, changes from a
brilliant green to an equally brilliant red.

The castle at Disneyland rotates around its vertical axis so that what was
visible on the left is now present on the right, and vice versa.

The swimsuit of one of four people posing for a swimsuit advertisement
changes from bright pink to bright green. The subjects begin viewing the
picture while fixated on that person.

Table 4.1: A sample of the types of image changes presented to the subjects as they
viewed the scenes.
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cases, it seemed that the subjects truly did not perceive the stimulus
changes (see Table 4.2 for the detection failure percentages).

Overall, the subjects in this experiment detected 33% of the changes
in the images. During post-experiment interviews, many of them vol
unteered information regarding the changes they detected, which fell
into three general categories. The first class of reasons represents true
detections that something had changed. In these cases, the subject

Image Manipulation Description Percent
Detection
Failure

A prominent building in a city skyline becomes 25% larg- 100
er.

Two men exchange hats. The hats are of different colours 100
and styles.

In l\ erowd of 30 puffins, 33% of them are removed. 92

In a playground scene, a child is enlarged by 30% and 83
brought forward in the depth of the picture by approxi-
mately5m.

In a marketplace, brightly coloured fruits switch places 7,5
among their four respective baskets.

A celebrity, leaning upon an air conditioner, is rotated ap- 67
proximately 40 degrees to lean the other direction. .
Two cowboys sitting on a bench exchange heads. 50

A parrot, comprising roughly 25% of the picture space, 18
changes from a brilliant green to an equally brilliant red.

The castle at Disneyland rotates around its vertical axis so 25
that what was visible on the left is now present on the
right, and vice versa.

The swimsuit of one of four people posing for a swimsuit 58
advertisement changes from bright pink to bright green.
The subjects begin viewing the picture while fixated on
that person.

Table 4.2: The percentage of subjects who missed each of the image changes presented in
Table 4.1.

viewed the image, stored some information regarding it, and when
conflicting information arrived on a later fixation, detected the differ
ence and reported it. This was particularly true of image manipula
tions that involved changes of identity, for example, ''The first time I
looked at it, it was a cat, but when I came back, it was a dog." Another
frequently mentioned observation was that "something jumped or
flickered when I was looking at the picture, so I decided to press the
button." This second category is also, unfortunately, 'easy to explain.
In our eye-tracker display system, it takes 4 msec to detect a saccade
with certainty and 16 msec from that point in time until the new, alter
nate image has been completely written to the screen. If the image
change happens to occur during a very short saccade, such as the kind
one makes when studying small details of the picture that are located
close together, the eye can already be settled into the new fixation
before the completion of the image manipulation. In these cases, the
image change occurs during the fixation instead of during the saccade:
the subject actually sees the change occur. Careful examination of the
data has revealed that as many as half the detections reported may fall
into this category. Failing any impartial, objective method to remove
these detections from consideration, they have been included as legit
imate detections in this type of experiment using this experimental
apparatus. As will be discussed, however, this does not present as
much of a problem as it may seem.

The third category was related to the second, but the subjects were
less certain: "I felt like something was different, but I can't say what."
This category seems to be a combination of cases where there was a
true detection, cases where the subject actually saw the change occur,
and cases where other factors may have played a role. Of the latter, per
haps the most common circumstance occurred when the subject
pressed the button because of a feeling that something changed, with
out any concrete evidence that a change had really occurred. One sub
ject said, "You feel like you're hallucinating. It looked like something
happened, but you didn't really see anything. Sometimes you just push
your button when that happens." In a related situation, subjects were
occasionally observed playing indecisively with the button for a few
seconds before eventually pres~ing it. When later questioned about this
behaviour, the subjects said that they were vacillating in their decision
about whether a change really took place, and had then just guessed
that one had occurred. This type of detection tends to be indicated later
in time than cases where the subject detects the actual change itself. Sit
uations such as these typify the myriad reasons that the subjects might
have pressed the button to indicate the detection of a change, when
they may not have been certain that one had actually occurred.
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At present, we lack a rationale to differentiate these marginal detec
tions from the so-called "true" detections, but as mentioned above,
this is cause for little concern. The reason underlying my lack of con
cern over the inability to segregate and explain each subclass of detec
tions is that I consider these the least interesting cases. There. are any
number of reasons why a subject might detect the various display
changes, many easily understandable given the nature and properties
of the human visual system.

What I find fascinating instead is that the subjects missed 67% of the
changes, As with the detections, there are several categories of reasons
that some image changes were missed by the subjects. One subject, for
example, had the uncanny knack of looking at something as far as pos
sible from the region undergoing a change. This scenario was true in
some cases for all of the subjects. It is hardly surprising that the subjects
were unable to detect a change to the image in this circumstance, espe
cially if they had not directly fixated the change area before the change.
Lacking direct evidence of the change, due to its occurrence during the
eye movement, and having had no previous direct exposure to the
information in that region, there is little reason that a subject would be

. able to detect such a change. Similar to the reasons for detecq,ng the
image changes, these are relatively uninformative observations.

More interesting are the cases in which the subject has fixated a
region, which subsequently undergoes a change, and then refixates
that region again, but fails to note the presence of any new informa
tion. In one notable instance, the image portrays a bridegroom, wear
ing a formal grey morning-coat with a matching grey silk hat, stand
ing beside his new father-in-law, attired in a black tuxedo with
matching top hat. In this trial, most subjects had already fixated both
faces several times before the hats were switched between the two
men, and yet no subject reported detection of the event. Another good
example involves the image of four people in the forefront of a beach
scene. Although all of the subjects began viewing the image directly
fixated upon the woman wearing a bright pink swimsuit, only 50%
responded when its colour changed to an equally bright green colour.
Of the subjects who missed this image manipulation, some never
came back to view the woman following the change (although her
swimsuit occupied a substantial part of the picture). In most of the
cases, however, the subjects refixated the woman without response. In
these, and similar situations, the subject has had exposure to the
visual information of an area, but for some reason either does not
store, does not consolidate, or stores but does not make use of, the
prior information and notice that something is now different. Or per
haps the visual system accepts and integrates the new information

into some internal representation of the world without regard to what
was viewed before, and without alerting the viewer.

Perhaps the oddest cases of all were those in which the subject was
directly fixated upon the change region before and immediately after the
change and still failed to detect the image n:'a~ip~lation.Amo,ng these
instances, one of the most puzzling and stnking mvolved an Image of
a boy holding up to the camera a parrot with brilliant green pluma~e,

The parrot occupied approximately 25% of the scene and yet whe~ Its
plumage changed to an equally brilliant red, 18% of the subjects
missed it. Examination of the data revealed that of the 18% who
missed it, two of the subjects were directly fixated upon the bird
immediately before and after the change, and still failed to respond.
Their eyes left a large, brilliant green parr?t a~d lan~ed,20 ~sec later,
upon a brilliant red parrot and yet nothmg m theu expenenc,e told
them that anything unusual had happened. The data from thIS and
related experiments are full of such events. These are the data that I
consider truly interesting. Somehow the subject was either completely
insensitive to, or was able to completely absorb, the sudden presence
of the new visual information without any awareness or disturbance.
How can these changes occur right in front of awake adults without
their awareness? What is the nature of the internal visual representa
tion and why does it accept the appearance of radically different infor
mation without a hiccup, just because the visual world happens to
change during an eye movement? What mechanis~s in th~ visual sys
tem can ignore, absorb or accommodate changes m the VIsual world
of this magnitude? Is it not important to inform the view~r of such a
change, just because it happened to have ~ccurred, du.r~ng a~ e.ye
movement? And finally, is this phenomenon Just a SCIentIfic CUflO~lty

that has no place in, and teaches us nothing about, real e~ery~ay ~lfe?

Or is it a real characteristic of the visual system that has lmphcatIons
for human vision and theories of visual processing?

One final anecdote will be offered as evidence of the presence and
strength of this phenomenon. As part of my talk at the Vancou~erc~n
ference, I presented a videotape containing a sa~ple of my stImuh. I
wanted the audience to see first-hand how glarmg the changes were
and to see how it would be quite unlikely for someone to fail to notice
them without the eye-movement contingent display technology at
work in the background. The tape itself consisted of pairs of images,
the original followed by the altered version, edited toget?er so that the
switch between them occurred without any pause or glItch. The goal
was to duplicate, within the limits of video technology, how the stim
uli appeared in our lab. Each pair was fol~owed by a re~ort of the
percentage of subjects who missed the SWItch. In prepanng for the
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conference, my goal was to demonstrate the dismal performance of
our subjects on some of the more amusing image manipulations. What
I had not counted on were the characteristics of the auditorium and its
video system. I found my images being projected onto a 5X8-meter
screen. As I began to relate a few anecdotes reported by the subjects
while the tape played, I gradually became aware of a stir in the audi
ence. Following each image switch, the expected exclamation of
amusement from the crowd was overheard. But mingled among those
responses were frustrated cries of "What changed? I didn't see any
thing change," followed by hushed explanations from nearby people.
The phenomenon was happening right there in the auditorium! It
seems that the projection screen was large enough that people were
required to make lengthy saccades while viewing it, and that for a
handful of the audience, the image change occurred during one of
those saccades and they missed it. My demonstration tape had much
more of an impact than I had intended, and I had unwittingly shown
that apparently this phenomenon can happen in the real world, out
side the laboratory. It is difficult to convey in writing the impact that
.this event had on the audience at the conference. Perhaps it will suffice
to say that it eliminated any questions regarding the reality of the phe
nomenon or its impact upon adults in the real world. The audience
was convinced. My goal in relating this anecdote lies in the hope that
if nothing else in this chapter has convinced the reader about the real
ity, power and oddity of this phenomenon, the reader will let the audi
ence, their senses, and their experience serve as a proxy for the
reader's own direct experience.

Discussion

The basic phenomenon, in the fewest words possible, is that large
changes can be made to a full-colour image while a person is viewing
it, and that person is very likely to miss these changes if they happen
to occur during saccades. At the physiological level, visual informa
tion impinges upon the retina and streams through the various sub
stages of the visual system, ultimately reaching the viewer's mental
representation of the world. Interspersed throughout that stream,
however, are periodic gaps in the visual information caused by the
saccades. Given that most current explanations of saccadic suppres
sion are retina-based, it seems reasonable to assume that these gaps
are present in the stream of visual information from its beginning at
the retina. In contrast, when a change in the visual world occurs dur
ing a fixation there is an alteration in the middle of one of those "infor
mation packets." A change of this nature could be detected by any

number of visual processes, from as early in the visual system as the
retina itself (Dowling, 1987) through many of the higher visual pro
cessing centres. Given this, the failure to receive the actual visual
information that something in the world has changed occurs very
early in the visual system, at the biological end where sensory trans
duction occurs. The information representing the change itself simply
does not enter the visual stream, and therefore is not able to affect the
final mental representation. Strong evidence for this claim would be
provided if subjects displayed similarly abysmal detection perfor
mance when the image manipulation occurred during a blink, where
the stream of visual information is completely disrupted at the retinal
level. In either case, the failure to acquire direct evidence of the change
probably occurs very early in the visual system. The visual stream
contains information from the current visual context, a gap in that
stream, and then information from a new visual context, with no
flag or warning that anything in the visual context has changed (d.,
Dennett, 1991, pp. 355-56).

In such a system, the failure to detect that the current incoming
packet of visual information from the visual stream contains informa
tion discrepant from that transmitted by previous fixations must
reside at higher levels of visual representation. Although there is
much debate over the extent and nature of visual representation, it
seems reasonable to accept the basic assumption that somewhere in
the brain or in the mind there is a representation (or representations)
of the visual world. Such a representation serves several purposes and
reveals its presence in several ways - it serves to maintain information
about the world across the visual gaps caused by saccades and blinks;
it serves as the point of contact where stored experiences with the
properties of objects of the world can be mated to objects in the current
visual world; it serves as the interface for making plans to interact
with the world and is where the visual feedback of our actions regis
ters; and it serves to present new information regarding changes in the
visual environment to our ongoing experience of that environment.

Similarly, there is readily available, observable evidence that not
only does some type of internal representation of the visual world
exist but that it can be used in our interactions with our environment.
For example, one can point at something after closing one's eyes, as
well as describe its visual properties, or navigate through a room with
the eyes closed, once the room has been viewed briefly. Moreover, it is
possible to saccade directly to something not currently in view, and
that has not been directly fixated before, based solely upon its likely
position given other information from the scene, and to reason about
the external environment based on an internal visual representation,
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such as whether two colours will match or two objects will fit together
in a given amount of space. Again, although the debate over the nature
and properties of an internal visual representation rages, it seems clear
that the visual world is represented internally in some way or other,
and that these representations are used in our interactions with the
external world.

It seems safe to assume, then, that there is a point, or points, of con
tact between the previous mental experiences of the person and the
information gathered from the current environment. It is the interface
between the environment and the conscious experience of the viewer.
In the case of our sense of vision, it is where new information from the
world impinges upon internal information, gathered from previous
fixations and drawn from previous experiences. The current study, as
well as the alternating case study and related studies mentioned
above (McConkie & Zola, 1979), suggests that this representation is
not based very strongly upon exact visual details, or at least that the
visual details are not maintained across a saccade, and are therefore
presumably of relatively little importance for that ongoing internal
representation.

In light of the current data, perhaps the internal representation is
based more on the information carried by the visual objects, rather
than the details themselves (i. e. , not based upon the visual details of
the image of a dog, but instead upon the observation that the image is
of the dog). If so, the mind would only need to keep track of the salient
information regarding objects and events in the world, not the entire
''booming, buzzing confusion" (James, 1890). It would only need to
store and interpret things important to the task at hand. In such a sys
tem, there is no need to store all of the visual details of the world in
some internal memory; the world itself provides for the continuity of
the details. It is more economical to store just the information con
tained within the details, rather than store the visual details them
selves. Such an economy is sustainable because should the details be
needed again for some reason, they are there, available for reacquisi
tion. Given such a system, as long as the information within the scene
remains intact, there would be little chance of detecting changes in the
simple visual details of the scene.

In the study reported here, it was the express goal to perform image
manipulations that did not change the meaning of the scene. One could
certainly conduct a parallel study, where the visual details of the
objects within the same scenes remained relatively unmolested, but
the meaning of the scenes was altered. For example, Table 2 describes
an image in which a child is enlarged by 30% and brought forward
approximately five meters in the depth of the picture, and yet only

17% of the subjects detected it. If the child had been central to the
theme of the picture, had been an active agent in the scene (involved
in a fight, or some such activity), or been a child of some significance
(either a young celebrity or the viewer's own child), would the detec
tion rate have been so low? Similarly, if one of those two cowboys
whose heads kept jumping about had been the viewer's brother,
would the detection rate have been higher than 50%? The informa
tion-based view of the internal visual representation presented here
would suggest so, because in such cases there is a change in the salient
information of the scene. Studies such as this will be conducted in the
near future to test such claims and hypotheses. Other studies will
investigate the psychophysics of different types of manipulations,
such as brightness changes or the perceptability of changes of differ
ent colours, size changes, etc. With the aid of the research environment
described here, we hope to further study the various roles that visual
details and scene information play in visual perception.
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5
On the Function of Visual Representation

Dana H. Ballard

1. The Recent History of Visual Representation

Vision is our most elaborate sense, and as such has challenged philos
ophers over many centuries to explain the mystery of its functioning.
However, the advent of computer science has allowed a new perspec
tive, namely that of a computational theory. Grounded in information
theory, a computational theory seeks to describe what information is
extracted from the image, but perhaps more importantly, how that
information is computed and used. The elements of such a theory may
be more readily appreciated in comparison to what might be termed
the last pre-computational theory. In a series of books, Gibson (1950;
1979) argued for direct perception. The nub of this theory was that the
environment is the repository for information necessary to act. Its
information is expressed in terms of invariants that are implicitly con
tained in the optical array. The best known example is that of optic
flow, the velocity patterns induced on the optic array by motion of the
observer. This special kind of time-varying image contains information
about significant behavioural events, for example, parameters related
to the time to collision. The optic flow invariants illustrate the two most
important tenets of this theory, namely: (1) The world is the repository
of the information needed to act. With respect to the observer, it is
stored "out there," and by implication not represented internally in
some mental state that exists separately from the stimulus. (2) The
information needed to act is computed directly (direct perception).

In the light of later work that meticulously counts the computa
tional overhead, the second tenet seems a controversial claim. As
pointed out by Geoff Hinton, it is likely that Gibson was trying to dis
tinguish between the sequential computational model advocated for
logical reasoning and the computation involved in perception; how
ever, subsequent computational theories turn on the cost of comput
ing these invariants.

Marr (1982) originated the first computational theory of vision. His
emphasis focussed on representation of vision, or the data structures
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