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Abstract

This entry introduces the “higher-order” (HO) theory of mental state consciousness. The theory takes as its starting point the com-
monsense idea that what differentiates conscious from nonconscious states is that we are aware of ourselves as being in conscious
states. This awareness is then explained in terms of a HO mental state targeting nonconscious states. The historical background for
HO theory is presented, and the theory’s means of fixing the data to be explained is defended. The main contemporary versions
of the theory are introduced and distinguished, and a number of key objections to the theory are evaluated. Several related, though
importantly distinct, contemporary views, including some rooted in neuroscience, are presented. Finally, the main theoretical ad-
vantages of the view are cataloged.

Key points

• Show that Higher-Order (HO) Theory is a fruitful and productive research program in consciousness studies.
• Demonstrate that HO Theory offers an explanatory sweet-spot between views holding that consciousness is inexplicable and views in-

adequately operationalizing consciousness in empirical terms.
• Present and defend the idea the key idea of HO theory, that a mental state is conscious when a subject is appropriately aware of being in

it by way of HO awareness, an awareness of the subject’s own mental states.
• Show how HO Theory divides the problem of explaining consciousness into the more tractable problems of explaining nonconscious

sensory states and nonconscious higher-order awareness.
• Establish that HO Theory provides an illuminating explanation, overcomes the main objections against the view, and meshes fruitfully

with empirical research in psychology and neuroscience.

1 Introduction

Many perceptions, thoughts, and emotions occur consciously. But many others occur without being conscious. Higher-order (HO) theories
of consciousness seek to explain what it is for a mental state to be conscious, and thereby explain how mental states that are conscious
differ from those that are not. All HO theories rest on the commonsense observation that whenever a mental state is conscious, one is in
some way aware of being in that state. So those theories see awareness of being in a mental state as a necessary condition for that state to
be conscious. The reliance on this condition distinguishes HO theories from other theories of consciousness. In addition, HO theories posit
that a separate mental state is responsible for making one aware of a conscious state. Since this distinct mental state is about another mental
state, it is termed a “higher-order” state. There are several versions of HO theory, which differ mainly in how they explain our awareness
of mental states when those states are conscious.

2 History

The history of theories of consciousness is not very old, and that holds for HO theories in particular. Prior to the late 19th century, it was
widely held that all mental states are conscious. If that were so, one could explain what it is for a state to be conscious simply by specifying
what it is for the state to be mental. No additional explanation would be needed.

So prior to the late 19th century there was relatively little discussion of the consciousness of mental states, and almost no theorizing
about it. There was ample discussion of introspective awareness, but that was rarely tied to mental states’ being conscious. One salient
exception is John Locke’s remark that “[c]onsciousness is the perception of what passes in a Man’s own mind” (1975, book II, ch. I, §19,
p. 115). But Locke regarded all mental states as conscious, and did not elaborate on that idea. So that lone remark is not an early version
of a HO theory. By contrast, Leibniz (2014) did explicitly countenance the possibility of unconscious perceptions, and so recognized that
a state’s being conscious is different from its simply being mental. And he posited what he called apperception as a distinct mental factor
that results in some mental states’ being conscious. This is likely the earliest statement of a genuine HO approach to consciousness.

Because there was increased general recognition in the late 19th century that many mental states do occur without being conscious,
many were then led to try to explain what it is for a state to be conscious, as against simply being mental. The first developed HO theory
likely occurs in Nietzsche (2001; see Riccardi, 2021). But the sustained history of HO theories begins in the mid-20th century with
Armstrong (1968), Rosenthal (1986), and Carruthers (1996), each of whom independently developed versions of the theory.
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2 Higher-order theories of consciousness

3 The transitivity principle

All HO theories rely on the commonsense observation that a mental state is conscious only if one is in some way aware of being in that
state. That observation is widely known as the transitivity principle (Rosenthal, 1997). The transitivity principle is hard to deny, since
we would not count any mental state as conscious if the individual were wholly unaware of being in the state. If one were to say that “I am
in pain, but wholly unaware of myself as being in pain,” we would not intuitively consider the pain to be a conscious state. This strongly
suggests that the transitivity principle is at least an implicit part of our folk psychology, providing a commonsense means of distinguishing
conscious from nonconscious mental states. The transitivity principle is therefore best seen not as a genuine part of any theory of conscious-
ness, but rather as a pretheoretic way of specifying what consciousness is. A theory of consciousness, then, must somehow explain the type
of awareness that is necessary for a mental state to be conscious.

One might worry that the transitivity principle is ultimately circular: it holds that we need to be aware of our conscious states, but aware-
ness itself is held by some to be equivalent to consciousness. On this reading, the principle holds our mental states are conscious when we
are conscious of them, leaving consciousness itself unexplained.

However, the term ‘consciousness’ has both a transitive and intransitive use. In the transitive sense, we are conscious of something; in
the intransitive sense, a mental state is either conscious or nonconscious. The transitivity principle characterizes the intransitive conscious-
ness of a mental state in terms of a subject’s transitive consciousness of that mental state.

There are reasonable explanations of events of transitive consciousness in terms independent of intransitive mental state consciousness.
For example, we can be transitively conscious of things by way of mental representation and mental representation can occur noncon-
sciously in the intransitive sense, as in subliminal priming. This idea is central to HO theories. They explain our transitive consciousness of
our mental states by way of nonconscious mental representation of those states. This in turn makes the target states intransitively conscious.

Two refinements of the transitivity principle are needed. In its basic form, the principle states that we are aware of our conscious states.
But we can be aware of our mental states in ways that do not result in those states being conscious. If I am in a state of jealousy and I am
informed of this fact by someone I trust, I may come to be aware in that way that I am jealous. But that may not make the state of jealousy
itself conscious. If the way I am aware of being in a mental state subjectively seems to be mediated or indirect, that awareness will not
result in the state’s being conscious. My awareness of the state must, therefore, occur in a way that subjectively seems to me to be direct
and unmediated. I cannot be aware of any mediating inference or observation leading to the awareness—it must seem from the first-person
perspective to be spontaneous and unmediated.

This can be captured in the transitivity principle by adding ‘appropriately’: a mental state is conscious when one is appropriately aware
of it. The right way to cash out this sort of awareness is a matter for the theory to determine, but it is clear that not just any awareness of
one’s state will do.

A second refinement concerns whose state one is aware of. If I become aware of one of your states, even in a seemingly direct way, that
will not make your state a conscious state. I must be appropriately aware of myself as being in the state. This delivers the full transitivity
principle:

TP: A mental state is conscious when one is appropriately aware of oneself as being in that state.

HO theorists take the transitivity principle as pretheoretically fixing the data a theory of consciousness must explain and develop their
theories accordingly.

The use of the transitivity principle in fixing the data can be challenged in a number of ways. Charles Siewert (1998: sect 6.3) argues
that while we sometimes do use the phrase, ‘aware of,’ to refer to an awareness of our conscious states, more often we use the phrase to
report awareness of objects in the world. This suggests that we should not rush to take our familiarity with ‘aware of’ talk as implying
anything deep about awareness of our own states. Instead, it normally marks off the worldly content we are aware of.

But the HO theorist can accept all this and still hold onto the observation that the transitivity principle, properly understood, correctly
isolates the explanatory target of a theory of consciousness. The interpretation of ‘aware of’ in the principle is not justified on the basis of
frequency of use; rather, it is justified by the way we distinguish in a folk-psychological way between mental states that are conscious and
those that are not. The intuitive folk-psychological difference between a conscious and nonconscious visual representation of an apple is
that we are suitably aware of ourselves as seeing the apple in the conscious case. And this justifies the transitivity principle, even if there
are contexts where we use ‘aware of’ to pick out things other than our own states.

More pressing is the charge that the transitivity principle, while reasonably picking out one kind of consciousness, does not capture the
kind most relevant to the study of consciousness, which is characterized in terms of “what it’s like for the subject.”

In response to this objection, proponents of the transitivity principle appeal to a careful examination of Thomas Nagel’s initial “what
it’s like” characterization of consciousness (Nagel, 1974). Nagel writes that “an organism has conscious mental states if and only if there
is something that it is like to be that organism—something it is like for the organism” (Nagel, 1974, 436, emphasis in original). Nagel
himself stresses that there must be something it is like for the organism. Defenders of the transitivity principle argue that the best explana-
tion of there being something it is like for the organism is that the organism is suitably aware of its states. If we were in no way aware of
being in a state, there would be nothing it is like for us to be in that state. Further, it is counterintuitive to say that there is something it’s



UN
CO

RR
EC

TE
D

PR
OOF

Higher-order theories of consciousness 3

like for one, but one is altogether unaware of what it’s like for one. In what way could that be for the subject? So, the transitivity principle
does not leave out what it is like; indeed, it makes clear exactly why there is something it is like for us when we are in conscious states.

Daniel Stoljar has recently challenged this “reflexive” reading of Nagel’s appeal to “what it’s like” (Stoljar, 2016). He argues for
what he terms the “affective approach” to interpreting “what it’s like” talk in general and Nagel’s phrase in particular. Stoljar’s analysis of
Nagel’s phrase is as follows:

For any subject S and any psychological state X of S, X is a phenomenally conscious state if and only if X is constitutively such that there is some way that S
feels in virtue of S’s being in X (Stoljar, 2016, 1190).

Stoljar’s analysis reveals no connection between what it is like and state or self-awareness. Further, the ‘for’ emphasized by Nagel drops
away as irrelevant. What matters, rather, is that a subject is in a conscious state when that state, because of its nature, makes her feel a
certain way. As Stoljar puts it, there is no ‘easy implication’ to a reflexive theory—a theory embracing the transitivity principle.

But this does not block the transitivity reading of Nagel’s what it is like phrase. First, it is not claimed that there is an entailment from
Nagel’s phrase to the transitivity principle. Rather, the transitivity principle provides an inviting and credible interpretation of the phrase,
one that reveals its deeper meaning. This is not to deny that there are other ways to interpret the phrase, but to hold that the interpretation
relevant to explaining consciousness is best captured by the “reflexive” transitivity reading.

Stoljar’s “affective approach” fails to distinguish conscious from nonconscious states, a key explanandum of any theory of conscious-
ness. There are credible cases of states making us feel one way of another even though those states are indisputably not conscious states.
If I have unconscious anxiety, it may alter my overall mood, it may influence my behavior, and so forth, precisely because it is anxiety
not some other state. But that does not entail that there will be something it is like for me to be in that state. Likewise, my nonconscious
jealousy might alter my behavior precisely because of the sort of affective state that it is.

Stoljar’s analysis falls short just where we need it to mark the distinction between conscious and nonconscious states. To amend Stol-
jar’s “affective approach,” we need to add that the subject is suitably aware of the way they feel. But this just is a version of the transitivity
principle. We can conclude that the transitivity principle does not leave out what it is like and so stands as the best way to fix the data a
theory of consciousness must explain.

4 Varieties of HO theory

With the explanatory target in place, HO theories hold that a mental state is conscious when one is aware of being in that state by being
in a higher-order state that represents one as being in it. Almost all HO theories hold that HO awareness consists of a HO mental state
that is distinct from the first-order mental state one is aware of. And most HO theories also hold that such HO states need not themselves
be conscious. Indeed, for the HO state to be conscious would, on most HO theories, require a third-order state that makes one aware of
that second-order state, which would threaten a regress. Because HO states on most HO theories are rarely conscious, those theories do
not appeal to introspection to establish that HO states occur. Rather, the HO states are theoretical posits designed to explain what it is for
first-order mental states to be conscious.

In contrast with HO theories, first-order theories seek to explain what it is for a mental state to be conscious independently of any aware-
ness of the state. Some first-order theories appeal just to correlations with neurological functioning (e.g., Block, 2007); other first-order
theories appeal to psychological functioning that does not involve any HO awareness, for example, that the content of a state is available to
be broadcast (e.g., Dehaene and Naccache, 2001). Still, first-order theories rarely deny that when a mental state is conscious, one is in
some way aware of that state (Naccache, 2018).

The main issue that divides HO theories concerns the way one is aware of being in a mental state when that state is conscious. Two
main options have been defended in the literature, the higher-order perception (HOP) view (Armstrong, 1968; Lycan, 1987) and the
higher-order thought (HOT) view (Rosenthal, 1986, 2005; Carruthers, 1996). Armstrong, defending the HOP theory, notes that inner
awareness can provide a directed scanning of our experience, in much the way perception provides a directed scanning of our environment.
Lycan, too, sees the functional profile of higher-order awareness as analogous to perceptual monitoring of our environment. And in support
of a perceptual HO theory, he contends that the range of features we can be aware of in experience outstrips conceptual resources, urging
that the monitoring function employs perception-like nonconceptual representations. One might also urge that the neurological implemen-
tation of the HO awareness is like an inner sense (Lau, 2022, §7.5). But because consciousness is itself a psychological phenomenon, we
would like an explanation cast in distinctively psychological terms.

A key part of the case for HOT theory involves undermining HOP. The appeal to HO perception can seem highly intuitive. Still, there is
no relevant sense modality for HO perception; so a perceptual model of HO awareness may seem little more than a metaphor. And what’s
more, perceptual processes are marked by distinctive sensory qualities: mental colors, tastes, smells, and so forth. However, there is no
compelling independent reason to posit HO mental qualities and in any event we need non-qualitative HO representation to account for
being aware of our conscious states as our own. This suggests that HO awareness itself lacks sensory quality and thus is better viewed as
thought-like. In response to Lycan’s worry that experience outstrips conceptual resources, HOT theorists argue that this underestimates the
range of conceptual resources. If we include comparative concepts like ‘lighter than’ or ‘darker than’ we can conceptually represent a vast
range of colors, for example, even if we lack distinct concepts like ‘red’ or ‘green’ for each quality experience. Further, thought, too, can
serve to monitor a domain, as when we monitor our thought for error or bias. What’s more, HO thoughts occur spontaneously and out-
side the control of the subject, thus delivering the impression of monitoring. And though an appeal to HO thoughts can seem overly intel
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4 Higher-order theories of consciousness

lectual, that concern may be dispelled by noting that HO thoughts rarely occur consciously. All this suggests that the correct model for
higher-order awareness is thought, rather than perception.

Another dimension along which HO theorists differ is the question of whether the HO state must be occurrent or whether it can be
merely dispositional. That is, all that may be required for consciousness is the disposition to form a HO state, rather than the actual occur-
rent presence of the state. Carruthers (2000), in defending a dispositional version of the HO theory, contends that it is implausible that
a HO state re-represent all of the detail present in a conscious first-order perceptual state. For one, the information is already present in the
first-order state. Why would it need to be re-represented? And such complete recapitulation at the HO level may well threaten cognitive
overload, overtaxing limited cognitive resources. Instead, Carruthers argues, we should view the presence of the HO state as dispositional.
First-order states are conscious when they can be accessed by a higher-order ‘mind reading’ system. But they need not be occurrently taken
up by the system, nor need it re-represent them in all detail.

However, an “occurrent” HO theorist can respond with several points. First, it is not clear that at any given moment of experience we
are actually aware of all that much detail. We can take in a range of properties ‘at a glance’ by representing them in grouped ‘ensembles’
(Cohen et al., 2016). For example, we might be aware of a dense grove of trees in the periphery of our vision without being able to make
out the details of the colors and shapes. The actual burden on HO representation at a given time is not so great.

Further, there is evidence that we systematically overestimate just how much we can see at a given time. People are surprised to find
just how little detail is actively present in parafoveal vision when we are not attending to periphery. This suggests that we may not actively
represent many details until we need to, lessening the cognitive burden on HO states. And it is unclear why we should think that the relevant
cognitive resources are especially limited, particularly as HO thought does not require any further sensory quality.

And in any event, there are problems with the dispositional approach. One worry is that we are disposed to become aware of many
states that do not in fact enter awareness at a given time. I may be disposed to become aware of some sensation of mine if I am prompted to
attend to it. For example, can you feel your left foot right now? If the feeling of one’s left foot was not conscious prior to the prompt, one
is nonetheless disposed to become aware of it in the right circumstances. We are left wanting to know which dispositions matter and why.

But even if that challenge can be met, it remains unlikely that a disposition to represent is can make us aware of being in a state. Being
disposed to see something does not entail that we see it. Why would be disposed to be aware of a state make us aware of it? The disposi-
tional account seems unable to explain the transitivity principle. Thus, an occurrent account is to be preferred.

5 Objections to HO theory: Rock states and liver states

The first of these two objections argues that if mere awareness of a mental state is enough to transform it into a conscious state, then aware-
ness ought to have same effect on other things we are aware of. But it does not.

To the point, why is it that when one is aware of a mental state it becomes conscious, but when one is conscious of a rock it does not?
Indeed, we can represent a seemingly unlimited number of things without those things themselves becoming conscious. If awareness fails
to produce this sort of transformation in the usual case, why think it occurs in the case of mental states? And if more is needed to explain
the transition from being a mental state that is not conscious to being a mental state that is, perhaps the real work of consciousness is being
done by the additional factors, rendering the explanation in terms of awareness irrelevant. This objection is known as “the problem of the
rock” (Goldman, 1993).

In response, HO theorists stress the self-ascribing character of the HO state. It produces an awareness that I, myself, am in such-and-such
a state. I can be aware of myself as being in a visual state or a state of desire, but it is not clear what it would be for me to be aware of
myself as being in a rock state (or as being a rock, etc.). In this way, self-ascription limits the range of HO awareness to states we can be
in. Further, the way we are built may limit what can trigger our HO awareness. Mental states are causally poised to trigger our awareness;
rocks and trees are not.

And this helps deal with a variation of the rock objection, the “liver state objection.” It does seem that we might self-ascribe states of
our own livers: “I, myself, am in a state of metabolizing bilirubin,” say. But such states do not ever become conscious states. Again, it
might be that such states are not able to trigger our HO awareness. We are just not built that way. Or perhaps we can form thoughts that
we are in such states, but not in a subjectively unmediated immediate way. To generate awareness in the spontaneous manner required by
the transitivity principle, the right triggering conditions may need to be present. Liver states plausibly fail to meet those conditions. Thus,
although liver states may be self-ascribable, they are not properly available to spontaneously trigger the HO awareness required by the
transitivity principle.

6 Misrepresentation and empty HOTs

Another objection focuses on the connection between conscious mental states and our awareness of them. HO theory holds that our aware-
ness of our conscious states is by way of representation. But by its nature, representation can go astray—successful representation plausibly
entails the possibility of misrepresentation. But what happens if an HO state misrepresents its target? Consider the following three scenar-
ios:
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1. A subject accurately represents herself as being in a red visual state, by way of an HO representation to the effect that “I, myself, am
seeing red,” when she is in fact seeing red. (Accurate)

2. A subject inaccurately represents herself as being in a red visual state, by way of an HO representation to the effect that “I, myself, am
seeing red,” when she is in fact seeing green. (Inaccurate)

3. A subject inaccurately represents herself as being in a red visual state, by way of an HO representation to the effect that “I, myself, am
seeing red,” when she is in fact in no visual state whatsoever. (Empty)

We can call these scenarios ‘accurate,’ ‘inaccurate,’ and ‘empty’ scenarios, respectively. What, according to the HO theory, is it like for
the subject in each of these cases? In the accurate scenario, it is like seeing red—this is the standard case the theory is designed to explain.
But in the inaccurate case, what it is like for the subject is arguably just the same as in the accurate scenario: what it is like for a subject
is plausibly a matter of how that subject is aware of her state. And, by parity of reasoning, what it is like for the subject in the empty case
is again the same: it is like seeing red. These results are seen as problematic for the theory (cf. Byrne, 1997; Neander, 1998; Kriegel,
2009; Block, 2011).

First, it seems that the first-order state has been rendered unnecessary for the presence of a conscious experience. Conscious experience
indistinguishable from the accurate case can occur without a first-order state. The relational, two-state structure posited by the theory to ex-
plain consciousness has collapsed. We are left with a single state accounting for experience, a view with no obvious explanatory advantage
over rival first-order theories. And how could a mere HO state, particularly a nonsensory state like a HO thought, explain the richness of
conscious experience, in the total absence of the relevant sensation?

But more seriously, there seems to be a kind of incoherence exposed at the heart of HO theory if the empty scenario is possible. The
transitivity principle defines a conscious state as one we are aware of being in. In the empty scenario, the state we are aware of being in is
a red visual state. But that state does not exist. But surely to be a conscious state, a state must exist. So there is no conscious state in the
empty scenario. Yet the HO theory holds that what it is like in the empty scenario is subjectively indistinguishable from the accurate case.
And if something is subjectively indistinguishable from a conscious experience, it too must be a conscious experience. So in the empty
scenario we are in a conscious state. Thus, the empty scenario seems to force the HO theory into a contradiction.

However, the HO theorist has several lines of response to this worry. One is to argue that, at least for the most worrisome empty case,
the lack of a first-order target would block the formation of a HO state. In the empty scenario, the lack of appropriate feed-back from the
lower-level state might block the activation of the targetless HO state. Thus, for functional reasons we can conclude the empty scenario
could not actually occur. And it might be that a severe enough mismatch between the HO state and its first-order target would block for-
mation of the HO state, limiting the severity of the inaccurate case. While it may seem counterintuitive that our experience of green could
be as of red, it is not so implausible that our experience of green might be misrepresented as turquoise or aquamarine. If normal mental
functioning serves to limit the possibility of the troubling phenomena, perhaps the HO theory can avoid the objection (cf. Gennaro, 2012,
chapter 9).

But this sort of response may seem to miss the point. We want to know what accounts for what it is like for the subject according to the
HO theory. If it is a matter of how the HO state represents things, we can reasonably ask about cases of misrepresentation even if they are
limited in practice (or even nomologically impossible). This is a question of how the theory explains things even in the accurate case. And
the answer seems to be that it is the content of the HO state alone that explains what it is like. The misrepresentation objection calls out this
claim for scrutiny.

But the theoretical claim that our HO awareness alone explains what it’s like for the subject is defensible and indeed may offer some
theoretical advantage when we consider that there is empirical evidence for various types of mismatch between what we register at the
first-order level and how we’re aware of the states we’re in. The HO theorist has two related lines of defense. First, note that the content
of the HO state makes reference to the self: “I, myself, am in such-and-such a state.” Whenever a subject tokens such a state, the state will
successfully refer to that very subject. So an “empty” HO state is never really empty. It is always about the very subject without has the
relevant HO thought. And it then ascribes (in this case erroneously) properties to that subject: that she has the property of being in this or
that state.

What is more, there will always be various states present in a self-representing subject to serve as an inaccurately-described target. It
is not that there is nothing else going on in the mind of the subject when she misattributes a state to herself. So, it is arguably a mistake to
describe the situation in terms of an empty scenario: the subject and some state of hers will always be present whenever she tokens a HO
state, even if she is inaccurate about which state she is in. And this is not for contingent reasons of neural functioning but because of the
nature of the HO states posited.

But there is a deeper reason why the misrepresentation objection leaves the HO theory unscathed. The best interpretation of the theory
holds that in all cases, accurate and inaccurate, the target of the HO state is merely an intentional object. On this interpretation, all that is
required by the transitivity principle for a state to be conscious is that we are aware of ourselves as being in it. And that can occur even if
the state does not exist. There is a reasonable reading of ‘being aware’ of something that is not there. As Harman (1990) notes, there is a
decent sense in which Macbeth is aware of a dagger before him, even though there is no such dagger. This explains how things subjectively
seem to Macbeth. In the so-called empty scenario, we represent ourselves as being in a state we are not actually in. But it will seem to us,
because we represent things to ourselves that way, that we are in that very state. And so, we will be aware of the state in the sense that
counts. It follows that one can be in a conscious state that does not exist, because all that matters for being in a conscious state is how things
seem to one, and this is a matter of how we represent our mental lives to ourselves by way of HO representation (cf. Weisberg, 2011).
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What’s more, the counter-intuitiveness of the empty HO case can be explained without denying HO theory. According to the theory, we
are generally unaware of the HO state making us aware of our conscious state. So the awareness we have of our conscious state will seem
immediate and direct. And because of this, there will not seem to be any space between us and our conscious experience to allow for error.
But that is because we remain unaware of the HO state at work outside of our experience. This appearance of immediacy misleads us into
an overly strong view about the accuracy of inner awareness. What is more, there is no similarly direct means of noticing error because the
only seemingly-direct access we have is by way of HO states. We have no cross-modal check on inner awareness in the way we do with
perceptual awareness. Because there is no direct evidence that could undermine our confidence in the deliverances of consciousness, we
conclude that misrepresentation cannot occur. But that does not mean there cannot be good theoretical reasons to allow for error.

In addition, the intuition at the root of the misrepresentation is itself arguably a product of a theoretical commitment to a view of con-
sciousness as intrinsic to the state that is conscious. On this view, it is definitive of conscious states that they “glow from the inside,” that
what it is like to be in a conscious state is determined solely by a conscious state’s intrinsic properties. Note that this claim is not given
in our common sense understanding of consciousness. Rather, it is a theoretical add-on to our ordinary conception. This is true even if we
start with the Nagelian idea that conscious states are states there is something it is like for the subject to be in. This is a characterization in
terms of how things seem to the subject from the first-person perspective. It does not, without further argument, entail anything about the
intrinsic underlying nature of conscious experience. What’s more, as already argued, the transitivity principle effectively captures ‘what
it’s like’ talk. Misrepresentation will only seem highly counter-intuitive if one is already committed to the idea that there is not even a
possibility of that sort of error occurring. Given that HO theory can explain why it might appear to us that there is no space for error, the
misrepresentation objection is revealed to be theory-laden.

Finally, there is compelling empirical evidence that the way individuals are subjectively aware of their mental states is sometimes in-
accurate. As noted above, HO theories do not predict that consciousness does ever misrepresent in this way; it is compatible with a HO
theory that it never actually does. HO theories simply accommodate that possibility. But it is likely that no other theory of consciousness
does so, since those who deny that such misrepresentation can occur raise the issue solely in connection with HO theories. So finding that
consciousness does sometimes misrepresent in this way would constitute powerful support for a HO theory. And consciousness would not
need to misrepresent with any frequency; occasional cases would be enough.

A dramatic case occurs in change blindness, when one does not consciously see a salient change in an object (Grimes, 1996; Lee et
al., 2025). One can then be subjectively aware of perceiving the object in respect of its pre-change feature even though there is decisive
evidence that the visual system is registering the post-change feature (Fernandez-Duque and Thornton, 2000; cf. Laloyaux et al.,
2006). And being subjectively aware of a mental state that does not occur at all is arguably simply a special case of such HO misrepresen-
tation. These empirical results provide compelling reason to conclude that consciousness does in some cases misrepresent what perceptual
states participants are actually in, providing powerful support for HO theory.

The misrepresentation objection therefore ignores an important advantage of any HO theory. Consciousness is a matter of mental ap-
pearance. It is the way our mental lives subjectively appear to us. The HO states that HO theories posit explain those mental appearances,
which can on occasion diverge from actual psychological functioning. Consciousness does not exhaust mental functioning. It is a theoretical
virtue to distinguish the mental appearances of consciousness from the underlying mental reality that occurs independently of conscious-
ness (Rosenthal, 2022).

7 Related views

There are a number of views present in the literature bearing important resemblances to HO theory, either in theoretical structure or ex-
planatory target, but differing nonetheless from the standard approach outlined here. It is worthwhile to canvas several of them here, both
in order to clarify the commitments of HO theory and to introduce related approaches that may be of interest.

There are two main ways that these related views differ from HO Theory. First, they may fail to posit the two-state structure charac-
teristic of the approach. Or, though they may posit similar HO structure, they may either fail to explain how the transitivity principle is
realized in us or they may reject the transitivity principle as a means of fixing the explanatory data altogether. It may be that some of the
views discussed ultimately collapse into HO theory, but as they are developed at present there are some important theoretical differences
worth highlighting.

The first set of related views goes under the broad heading of “self-representational” approached to consciousness. Gennaro (2012)
and Kriegel (2009) have both developed versions of this theory. It should be noted that Gennaro labels his view as a HO theory, and it is
indeed close by, but crucially Gennaro holds that a conscious mental state is a complex state made up of a lower-order target and higher-or-
der awareness targeting the lower-order element. According to Gennaro, positing this unified structure better captures the Kantian notion
of “synthesis” and potentially avoids some of the worry of the misrepresentation objection.

However, either Gennaro’s view is simply a notational variant of the traditional HO view, or it imports a further element to secure the
presence and “matching” of the target element and our HO awareness of it. It is unclear what this further “glue” could be, so in order to
avoid collapsing into the HO view, Gennaro’s position requires further elaboration. Still, Gennaro’s position is closely connected to HO
theory and embraces the transitivity principle as fixing the data to be explained.

Kriegel, in developing his self-representational theory, usefully distinguished between self-representational views where the complex
conscious state is merely a sum of the lower- and higher-order elements already present in HO theory, versus views where the conscious
state is a complex constituted by those lower- and higher-order elements. He sees Gennaro’s view as a sum position, while he argues that a



UN
CO

RR
EC

TE
D

PR
OOF

Higher-order theories of consciousness 7

complex view is needed to separate self-representation from HO theory. Kriegel contends that the HO awareness is a proper part of the
conscious complex and targets part of the rest of the complex state. But if one or another of the constituting elements is missing, there is no
conscious state.

This effectively blocks the “empty” case of the misrepresentation, according to Kriegel. However, we are still left wondering why it
is that our awareness that we’re in a state can’t be activated, at least in principle, in the absence of a lower-order target. Even if we want
to withhold the name “conscious state” from the targetless case, it will still make the subject aware of themselves as being in a state. And
given the transitivity principle, which Kriegel fully embraces, that should be enough to produce consciousness, for there to be something
it’s like for the subject. If that is not the case, we need to know why. Like Gennaro, if there is a further explanatory element, it needs to be
adequately described. In the absence of this description, we again lose the explanatory power of the HO theory (cf. Weisberg, 2008).

And in any event, the sort of complex state posited by self-representational theory would still have two distinct factors, the HO aware-
ness and the rest of the state. There are important concerns about whether one can sustain holding that these two factors constitute a single
state (Phillips, 2014). But it is clear that Kriegel’s self-representational theory is very close in both spirit and letter to the HO view.

Another view closely related to HO theory is Richard Brown’s HOROR view (2025). HOROR—higher-order representation of repre-
sentation—invokes similar explanatory elements to the HO approach, but directs them at a different explanatory target. Whereas the HO
theory takes the transitivity principle to fix the data a theory of consciousness must explain, the HOROR approach contends that there can
be conscious states the subject is not aware of being in.

HOROR theory holds that the consciousness characterized by Nagel’s “what it’s like” phrase, known as “phenomenal consciousness”
(Block, 1995), is independent from and not captured by the transitivity principle. HOROR theory then contends that in conscious expe-
rience the state that is phenomenally conscious is the higher-order state itself. This is so even if we are subjectively unaware that we’re
in such a state. Thus, we have the same (or very closely related) theoretical posits: nonconscious first-order states, higher-order sates that
make the subject aware of those state, as well as the claim that what matters for how things consciously seem to the subject is fully deter-
mined by the HO state.

But Brown contends that we should hold the HO state to be phenomenally conscious, as it accounts for what it’s like for the subject.
Further, HOROR theory avoids having to say that a misrepresented or even absent state is itself phenomenally conscious.

The disagreement between the views turns on how we should think about the transitivity principle and “what it’s like” talk. HO theory
holds that if we’re in no way aware of ourselves as being in a state, that state will not intuitively count as a conscious state. This picks
out an everyday way of distinguishing between conscious and nonconscious mental states and is a useful starting point for any theory of
consciousness. Nagel’s characterization of consciousness in terms of there being something it’s like to be the subject—for the subject pur-
portedly picks out how things subjectively seem to a subject, from the first-person perspective.

But if we’re in no way aware of being in state, it does not seem plausible that being in that state will subjectively seem any way at all
to us. Hence the claim that the transitivity principle captures the “what it’s like” characterization of consciousness. But we can also see this
connection by considering what the HOROR theory says about our higher-order states. It claims that there is something it’s like for us to be
in those states, even though we’re not aware of being in those states. One could describe HO as being causally responsible for there being
something it’s like for us—they “make experience happen.” But Nagel’s idea plausibly targets the distinctive character of our experience,
how it is similar or different from other experiences (or from those of a bat). If there’s something it’s like to be in pain, then it certainly
seems that the quality of the pain must be present to the subject.

But on Brown’s view there is never anything it’s like for us to be in conscious qualitative states. They are first-order states and though
we may be aware of them by way of HO awareness, that does not render them phenomenally conscious. There is nothing it’s like to be in
pain on this view, only something it’s like to represent oneself as being in pain, even if one is unaware that one is so representing. But con-
scious pains are paradigm cases of phenomenally conscious states. This suggests that HOROR theory is employing nonstandard readings
of both the transitivity principle and phenomenal consciousness.

Still, this may ultimately be a terminological disagreement (though see Brown, 2025, chapter 6.3). HO theory holds that conscious
states are states we’re aware of being in and this fully captures what it’s like talk and HOROR theory holds that there’s a way in which
conscious states are states we’re aware of being in but this leaves out what it’s like. But if the sense of ‘what it’s like’ can occur without
our awareness, HO theorists would not label this a kind of consciousness. Rather, they would hold that this sense describes the mechanisms
accounting for what it’s like and not subjective experience itself. Still, since phenomenal consciousness occurs at the HO level according to
Brown, there is no HO mechanism to explain such consciousness. So it is difficult to see how this view can count as a HO theory. But how-
ever this debate plays out, HO theory and HOROR theory are closely related along a number of dimensions and the differences between
them may be less than they appear.

Two other views closely related to HO theory have a stronger tie to empirical considerations from neuroscience. Still, they are similar
to HO theory in how they frame the data to be explained or in their positing of HO structures in explaining consciousness. The first view is
Hakwan Lau’s “perceptual reality monitoring” theory (Lau, 2022). Lau argues that first-order states alone are insufficient for conscious-
ness and the transition to consciousness is achieved when a higher-order “reality monitoring” system tags the first-order state as being a
real perception, rather than mere noise. This higher-order system, modeled on adversarial computer networks, serves to discriminate active
perceptual states from noise and adds a “marker” allowing down-stream cognitive systems to exploit the perceptual information in ways
unavailable with nonconscious states. Note, however, that there is no full-blown representation of the first-order state and so it is unclear
if this is sufficient to make a subject appropriately aware of the state. Further, Lau does not endorse the transitivity principle, though it
may be that his view provides a kind of minimal HO awareness. Still, Lau’s positing of HO structure and his rejection of first-order and
functionalist “workspace” views places his perceptual reality monitoring theory in close proximity to HO Theory.
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A worry that might be raised is how to determine in an empirically sound way whether the HO states that figure in a first-order state’s
being conscious is simply a neural pointer or has representational content of the sort posited by a traditional HO theory. It is tempting to see
Lau’s pointer theory as a neurological implementation of a HO theory described in psychological and representational terms. It is unclear
what would decide whether that is so.

The second neuroscience-based approach sharing some elements with HO theory is Joseph LeDoux’s “multi-state hierarchical” model
of consciousness (2023). LeDoux did find Brown’s HOROR approach congenial at one point (see LeDoux and Brown, 2017), but
LeDoux’s view continues to evolve. He now holds that mental states are conscious when we are aware of being in them by way of a
higher-order mental model. This model employs an a-modal “mentalese” format and encodes a self-narrative, one that makes us aware of
our mental states in an appropriately subjective way. In these respects, it is very much in line with HO theory.

LeDoux also stresses that the target of the higher-order model is itself a complex state modeling and tracking still lower-order activ-
ity. And he stresses the role of various memory systems in conceptualizing and organizing lower-level information. But among his chief
concerns is an effective integration of his view with current neuroscientific evidence and this framing may shift the multi-state hierarchical
position away from the HO theory. Still, such a characterization may serve to demonstrate how the HO theory is neurally realized. Either
way, LeDoux’s theory is close by HO theory in theoretical space.

8 Advantages of HO theory

HO theory possesses a number of important explanatory virtues. One key advantage turns on the theory’s embrace of the transitivity prin-
ciple as a means of fixing the target explanandum for a theory of consciousness. The prospects for success of a theory are shaped in signif-
icant measure by how the data are initially fixed. If the data are characterized solely in terms of an operationalized experimental paradigm,
there is a serious risk of missing what is of initial interest to work in philosophy and the relevant sciences, as well as to commonsense
thinking. Further, it can seem we have illicitly changed the subject simply to ease the explanatory burden on a theory. Finally, it will be
easy to imagine the target explanandum lacking consciousness altogether, potentially undermining our theory.

But there is also a serious risk of simply defining the data as inherently inexplicable from the outset. If consciousness is stipulated to
be a primitive feature of the mind, then, by definition, it cannot be informatively explained in other terms. Too often in the consciousness
literature, the explanatory target is characterized in a way that blocks the possibility of an informative explanation or useful theorizing,
leading to “hard problems” and suggestions of radical changes to our understanding of the world.

The transitivity principle offers a promising middle ground. It is based in ordinary usage and common sense, so it is not open to the
charge of “subject changing” by those suspicious of tilting the books toward scientific operationalizing. But it does not render the data in-
explicable before any theorizing can begin. Because we have an independent grasp of the notion of awareness involved in the principle, the
door remains open to an illuminating explanation. But there is no guarantee that such an explanation will be forthcoming. That is the work
of theory, properly developed. The transitivity principle delivers a “sweet spot” characterization of consciousness, one sitting between easy
reduction and inexplicable mystery. So the starting point of HO theory is of great value to consciousness studies, even if one ultimately
rejects the explanatory mechanisms posited by the approach. And it is the case that most views accept some version of the transitivity prin-
ciple, even if they reject HO theory.

But the HO theory has distinctive advantages that go beyond its embrace of the transitivity principle. First, and foremost, it offers the
possibility of a “divide and conquer” strategy for explaining the conscious mind. Conscious experience of sensory qualities, like seeing
red or feeling pain, is widely seen as among the most challenging explanatory problems for a theory of consciousness. This is sometimes
termed the “problem of qualia,” the purported intrinsic qualities of sensory experience. These qualities are held to be intrinsically inter-
twined with consciousness and so by their nature preclude informative explanation. But HO theory contends that sensory states, like other
mental states, can occur nonconsciously.

This is in line with common sense and empirical characterization of sensations, though it is often denied in philosophical claims about
sensation. With this bifurcation in place, we can explain sensations by their role in the discrimination of perceptual properties and then
explain how sensations occur consciously by way of HO awareness. Each piece is amenable to explanation and together they explain our
consciousness of sensory qualities. The so-called problem of qualia is thereby broken down into its tractable parts.

Further, HO theory offers a clear route to the dissolution of the “hard problem” of consciousness, the challenge of explaining why any
mental states are conscious rather than nonconscious (Chalmers, 1996). Again, we see the transitivity principle at work: conscious states
are states we’re appropriately aware of ourselves as being in. We then explain this awareness in terms of mental representation. Mental
representation, in turn, is explained in terms of functional role, broadly construed. It follows that if a creature has the states playing the
right sorts of roles, including those roles making it appropriately aware of its mental states, then that creature is in conscious states—there
is something it’s like to be that creature, for the creature. Conscious states are explained in terms of HO representation, HO representation
is explained in functional terms, and those roles are plausibly filled by physical realizers. Of course, the challenge is to fully and satisfy-
ingly develop and defend this theory in detail. But the fact that it provides a clear means of explaining consciousness without remainder,
including the “what’s it’s like,” phenomenal version of consciousness, is strong reason to pursue the theory.

But there is still the question of why consciousness seems explanatorily problematic, particularly if the HO theory is on the right track.
Here, too, the HO approach has explanatory advantages. According to the theory, the machinery of consciousness is typically not itself
subjectively available to us. We are almost always unaware of the HO state making us aware in conscious experience. Because the HO
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state is at work outside of our awareness, our conscious states will seem to be presented to us in an immediate way. The true structure of
consciousness will be hidden from the subject and for this reason, consciousness will seem intrinsic to the states we’re aware of being in.

What’s more, the nature of our HO awareness may compress, distort, or even omit tractable features of our sensory experience, so that
what we experience appears simple and indescribable. This will be true even if experience is fully describable in representational, func-
tional terms. Given the nature of HO awareness, consciousness will seem from the first-person perspective to be more mysterious than it is.
And that in turn helps to undercut the intuition that something is left out of HO. We should expect to have “hard problem intuitions,” even
if HO theory is true, undercutting the epistemic force of those intuitions (cf. Weisberg, 2023).

Finally, HO theory provides a fruitful mesh with empirical research. HO theories always posit two factors, a HO factor that explains the
subjective appearances, and a first-order factor that explains psychological functioning independently of those appearances. So HO theo-
ries are especially useful in explaining occurrences in which subjective awareness diverges from psychological functioning. One example,
noted above, is change blindness, in which the way one is subjectively aware of seeing an object can diverge from the way that object af-
fects the visual system. HO theories readily explain such occurrences. It is unclear that any other theory of consciousness has the resources
to do so.

There are other examples. In blindsight, damage to primary visual cortex prevents subjective awareness of stimuli even though those
stimuli demonstrably affect psychological functioning. Again, HO theories readily explain how this can occur (Weiskrantz, 2009). And
there are other neurological and psychological considerations that also provide strong support for a HO theory (Lau and Passingham,
2006; Lau and Rosenthal, 2011). Taken together, these results show the productive interface of HO theory with empirical research.

9 Conclusion

In conclusion, HO theory offers a fruitful research program in the study of consciousness. The transitivity principle provides an effective
characterization of the data to be explained and HO theory provides a compelling explanation of consciousness so characterized. This ap-
proach provides an illuminating account of the conscious mind, one retaining a connection to our commonsense idea of experience, but
also prompting constructive engagement with the sciences.
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